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1. Homework 1

Exercise 1.4. In Matlab, do the following:

• Perform the following operation, and report the result:(
2 3
4 5

)(
1 2
3 4

)
+ 4

(
1 2
1 2

)
.

• Plot the function f(x) = x3 + ex for x values in the interval [0, 3].
• Describe the output of the following program.

x=1

while x~=0

x=x/2

end

Solution. [2 3; 4 5]*[1 2; 3 4]+4*[1 2; 1 2] evaluates to [15 24; 23 36].
The plot can be found with x=linspace(0,3,1000); plot(x, x.^3 + exp(x));

xlabel('x'); title('x^3 + e^x'); saveas(gcf,'hw1ex4plot.pdf')

The stated program first outputs 1, then its divides 1 by 2 a total of 1074 times. Then,
once the variable x achieves the value 2−1074, the command x/2 returns the value 0. Once
x takes the value 0, the condition x 6= 0 is false, so the while loop exits, i.e. the program
terminates. �
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Exercise 1.5. In Matlab, the logical value 0 represents a false statement, and the logical
value 1 represents a true statement. For example, 3<5 evaluates to a logical 1, and 5<3

evaluates to a logical 0.
Matlab’s logical operations include: & for logical and, | for logical or, ~ for logical negation.

Matlab’s relational operations include: < for less than, <= for less than or equal to, == for
equality, ~= for not equality.

• Compute the following expression by hand, and in Matlab:

( (2<3) & (4<2) ) | ~(4<8).

• Describe the output of the following program.

x=1

while (x<5) & ~(x<-5)

x=x+rand

end

• Logical operations also apply to vectors (where 1 denotes true, and 0 denotes false).
Compute the following expression by hand, and in Matlab:

([ 0 1 0] & [1 1 0] ) | [0 0 1].

Solution. ( (2<3) & (4<2) ) | ~(4<8) evaluates to 0 (false).
The program begins with x = 1 and at each iteration of the while loop, a random number

in (0, 1) is added to x. Once x ≥ 5 is satisfied, the while loop exits, i.e. the program
terminates. (Since x = 1 at the start of the program and rand is nonnegative, the condition
x < −5 will never occur.)
([ 0 1 0] & [1 1 0] ) | [0 0 1] evaluates to [0 1 1]. �

Exercise 1.6. Using Matlab, verify that its random number generator agrees with the law
of large numbers and central limit theorem. For example, the command rand(1,10^7)

generates 107 samples of a number that is equally likely to have any value in the interval
(0, 1) [rounded to the nearest floating point value]. You should then average these values,
using e.g. the mean command, and check how close the average is to 1/2. Then, make a
histogram of samples using the hist command, and check how close the histogram is to a
Gaussian function of the form

t 7→ c
1

σ
√

2π
e−

t2

2σ2 , ∀ t ∈ R.

(More specifically, examine the histogram of (mean(rand(10^3,10^4)) - 1/2 )/sqrt(10^(-3))

with say 100 bins. Choose e.g. c = 200. What does the quantity mean(rand(10^3,10^4))

represent? What are the dimensions of mean(rand(10^3,10^4)) ?) (Which value of σ > 0
gives you the closest fit between the histogram and the Gaussian function?)

Solution. We observe that mean(rand(1,10^7))-1/2 is about 10−4, so the quantity mean(rand(1,10^7))

is quite close to 1/2.
Now, the command mean when applied to a matrix will take the mean of each column of

the matrix. So, mean(rand(10^3,10^4)) is a row vector of length 104, and its ith entry is the
mean of the ith column of the matrix rand(10^3,10^4), which is a matrix of random numbers
taken from the interval (0, 1) [rounded to the nearest floating point value]. We observe that
the command hist((mean(rand(10^3,10^4)) - 1/2 )/sqrt(10^(-3)),100) produces a
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histogram with 100 bins that closely resembles a Gaussian function with σ =
√

1/12. To
plot the histogram and the Gaussian together, we use

hist((mean(rand(10^3,10^4)) - 1/2 )/sqrt(10^(-3)),100);

hold on;

x=linspace(-1,1,1000);

sigma=sqrt(1/12);

plot(x,(200/(sigma*sqrt(2*pi)))*exp(- x.^2 /(2* sigma^2)),'r');

title('histogram of averages of samples from (0,1) compared to a gaussian function');

saveas(gcf,'hw1ex6plot.pdf')
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2. Homework 2

Exercise 2.1. Let F be the set of all positive double precision floating point numbers
(except for NaNs and Infs), that have the exponent 7fe (in their hexadecimal representation
in Matlab). (For example, after entering the command format hex in Matlab, we can
see that the number realmax is in F , since its hexadecimal representation in Matlab is
7fefffffffffffff)

• How many elements are in F? That is, what is the cardinality |F| of F .
• What fraction of elements of F are in the interval [21023, 21024)?
• What fraction of elements of F are in the interval [21023, 3

2
21023)?

• Using e.g. Matlab’s rand function, write a program that estimates the fraction of
x ∈ F that satisfy the Matlab expression x * (1/x)==1. (It would take a pretty
long time to check how many elements of F satisfy this equation, so you should not
do that.)

Warning: Matlab’s rand function tries to find a uniformly random chosen number in the
interval (0, 1) and then round it to the nearest floating point number. This operation
is different than choosing a floating point number uniformly over all (positive) floating
point numbers with a fixed exponent. (This is the point of the second and third items
of this exercise, and the point of the floatgui program.) For this reason, your answer
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to the last part of the question should be much different from the output of the program:
x=rand(1,1000); sum(x.*(1./x)==1)/1000 .

Solution. Recall that the decimal representation of 7fe is 7 · (16)2 + 15 · 16 + 14 = 2046.
By the definition of double-precision floating point arithmetic, any number in F has the
exponent 2046− 1023 = 1023. That is, any number in F is of the form

1.a1 · · · a52 × 21023,

where a1, . . . , a52 ∈ {0, 1} are binary digits. So, there are 252 numbers in F , i.e. |F| = 252.
The smallest element of F is 1 · 21023 (corresponding to a1 = · · · = a52 = 0). The largest
element of F is

1.1 . . . .1 · 21023 = (1 +
52∑
i=1

2−i)21023 = (2− 2−52) · 21023,

(corresponding to a1 = · · · = a52 = 1). So, all elements of F are in the interval [21023, 21024).
Similarly, we have

1.01 . . . .1 · 21023 = (1 +
52∑
i=2

2−i)21023 = (2− 2−52) · 21023,

So, all numbers in F of the form That is, any number in F is of the form

1.0a2 · · · a52 × 21023,

are in the interval [21023, 3
2
21023). Half of the elements of F have a1 = 0, so half of the

elements of F are in the interval [21023, 3
2
21023).

We now conclude the exercise.
We first define 52 random values in {0, 1} (a single such value can be made in matlab

as round(rand)). We then represent these binary digits as a floating point number with
exponent 1023, i.e. a number of the form

1.a1a2....a52 · 21023 = (21023 + a1 ∗ 21022 + a2 ∗ 21021 + ....+ a52 ∗ 2971)

We find 10, 000 such randomly generated numbers in F , and we check which fraction of
these

numpts=10000

count=0;

for i=1:numpts

x=round(rand(52,1)); % choose 52 independent, random 0 or 1's,

y=( 2^1023+ (2.^(1022:-1:971))*x ); % each with probability 1/2 of occurrence

count = count + (y.* (1/y) == 1);

end

count / numpts

We find only about 26% of the numbers in F satisfy the expression x*(1/x)==1.
Alternatively, we can use vectors everywhere and remove the for-loop as follows.

numpts=100000

x=round(rand(52,numpts));

y=( 2^1023+ (2.^(1022:-1:971))*x );

count = sum(y.*(1./y) == 1);
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count / numpts

�

Exercise 2.2. Do the following plot in Matlab.

x = 0.988:.0001:1.012;

y = x.^7-7*x.^6+21*x.^5-35*x.^4+35*x.^3-21*x.^2+7*x-1;

plot(x,y)

This is the function y(x) = (x−1)7 for x ∈ [.988, 1.012]. Does the plot look like a polynomial?
Explain why or why not.

Solution. The function y has a single zero (with multiplicity 7) at x = 1, so it should have a
smooth appearance. However, the plot is very jagged, with many regions of increase/decrease
(many more than the 7 that can occur for a general degree 7 polynomial.) The subtractions
in the expanded formula for y are causing numerical errors (via loss of significance), resulting
in the very jagged plot. �

Exercise 2.3. Suppose we want to solve the linear system of equations

17x1 + 5x2 = 22,

1.7x1 + .5x2 = 2.2.

Note that (x1, x2) = (1, 1) is a solution to this system of equations.
Matlab can numerically solve this system with the following program

A = [17 5; 1.7 0.5];

b = [22; 2.2];

x = A\b

• What is the solution x that is output from the program?
• Is the output of the program an actual solution of the original system of equations?
• What is the determinant of A? What does Matlab output from the command det(A)?

Warning: for a 2× 2 matrix A and a scalar t > 0, we have det(tA) = t2det(A). So, the value
of a determinant does not necessarily say anything about how well we can solve a linear
system of equations of the form Ax = b.

Solution. The reported solution is

x = (−1.254901960784314, 8.666666666666666)T .

All solutions of the equation Ax = b are of the form x = α(1, 1)T for some α ∈ R. So, the
reported solution is quite far from correct. The determinant of A is zero, but Matlab reports
it to be 7.077671781985373e-16, which is nonzero.

The source of the error here is that Matlab cannot exactly represent the number 1.7 as a
double precision number. So, the determinant calculation ends up being slightly incorrect.
With a nonzero determinant, Matlab then believes that A is invertible, so it tries to solve
for x by writing x = A−1b (or some equivalent procedure for inverting A). Since A is
not invertible, this equation does not make sense, but as far as Matlab is concerned, A is
invertible, leading to the incorrect answer for x. �

Exercise 2.4. The sin function, like other special functions such as cos, exp, log, etc., cannot
be computed exactly on a computer. A common way to compute these special functions is
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via power series. Recall that sin has the following power series that is absolutely convergent
for all x ∈ R:

sin(x) =
∞∑
k=0

(−1)k
x2k+1

(2k + 1)!
.

With this power series in mind, run the following program when x = π/2, 11π/2, 21π/2 and
31π/2. (Before you run the program, set x to a specific value.)

s = 0;

t = x;

n = 1;

while s+t ~= s;

s = s + t;

t =-x.^2/((n+1)*(n+2)).*t;

n = n + 2;

end

When the program terminates, the value of s is the computed value of sin(x). For each value
of x stated above, answer the following:

• What is the absolute error of the computation of sin(x)?
• How many terms of the power series were used in the computation of sin(x)?
• What is the largest term in the power series expansion of sin(x)? (Hint: consider

using the max command)

Solution. In order to answer the problem, we modify the above program to keep track of the
largest term in the partial Taylor expansion

s = 0;

t = x;

n = 1;

nmax=1;

tmax=0;

while s+t ~= s;

s = s + t;

t =-x.^2/((n+1)*(n+2)).*t;

if abs(t)>abs(tmax)

tmax=abs(t);

nmax=n;

end

n = n + 2;

end

x value Absolute Error Number of Terms (n) Largest Term (n)
π/2 2.22× 10−16 23 21
11π/2 2.13× 10−10 75 15
21π/2 1.33× 10−4 121 31
31π/2 5.82× 103 157 47

�
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Exercise 2.5. Suppose we want to compute the quantity

x− sin(x)

for any real x ∈ R. For x near zero, there will be a loss of significance error, so we should
perhaps try to find a better way to compute this quantity.

• Find the loss of significance (i.e. the number of zero bits at the end of the binary
mantissa) when x − sin(x) is computed directly in double precision floating point
arithmetic in Matlab, when x = 2−25.
• Find the loss of significance (i.e. the number of zero bits at the end of the mantissa)

when x− sin(x) is computed as

x3

3!
− x5

5!
,

when x = 2−25. (Your answer can be off by one or two from the true value.)
• Estimate the relative error when x− sin(x) is computed as

x3

3!
− x5

5!
,

when x = 2−25. (Your answer does not have to exactly correct. It is okay to be
approximately correct.)

Solution. Recall that sin(x)/x = 1− x2/3! + x4/5!− · · · ≈ 1− 2−50/6 = 1− 2−51/1.5. From
the proposition in the notes about loss of significance, about 51 bits are lost in the first
computation. We can also check this directly in the hexademical representation of x− sin(x)
in Matlab, which is 3b10000000000000, showing that all 52 bits in the mantissa are zero.

In the second computation, the ratio of the subtracted terms is x−2/20 = 2−50/20 = 2−52/5
so basically no loss of significance occurs.

Finally, the relative error is approximately x7/7!/x3/3! ≈ x43!/7! < 2−100 �

Exercise 2.6. This exercise examines an unstable recurrence computation.
Consider the following recursion with x1 := 1 and x2 := 1/3.

xn+1 =
13

3
xn −

4

3
xn−1, ∀n ≥ 2.

• Verify that the recurrence is solved by xn := (1/3)n−1 for all n ≥ 1.
• Using Matlab, solve for x40. For example, use

x(1)=1; x(2)=1/3;

for i=3:40

x(i)=(13/3)*x(i-1) - (4/3)*x(i-2);

end

x(40)

Is the answer what you expected to get? (Hint: examine a logarithmically scaled
plot in the y-axis, using semilogy(abs(x)).)
• With a different initial condition, the above recurrence can have other solutions. To

find them, rewrite the recurrence as(
13/3 −4/3

1 0

)(
xn
xn−1

)
=

(
xn+1

xn

)
, ∀n ≥ 2.
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Then note that the eigenvalues of the matrix A :=

(
13/3 −4/3

1 0

)
are 1/3 and 4, so

iterating the recurrence shows that(
13/3 −4/3

1 0

)n−1(
x2
x1

)
=

(
xn+1

xn

)
, ∀n ≥ 1.

Since A has two distinct eigenvalues, it is diagonalizable, so if

(
x2
x1

)
is written as a

linear combination a1v1 +a2v2 of the corresponding eigenvectors v1, v2 ∈ R2 of A, the
recurrence becomes

a1(1/3)n−1v1 + a24
n−1v2 =

(
xn+1

xn

)
, ∀n ≥ 1.

• Show that in the case x1 = 1 and x2 = 1/3, we have a2 = 0. However, small
numerical errors that occur in the computation of the recurrence correspond to a2
being computed to be nonzero. Explain how this relates to the logarithmic plot
semilogy(abs(x)) you examined above.

Solution. We found that x40 ≈ −3.74×106, which is quite far from (1/3)40−1 ≈ 2.47×10−19.
When n is small, our computed value of xn is close to (1/3)n−1. However, as n becomes

large, and numerical errors accumulate, this corresponds to a nonzero value of a2 in the
general recurrence relation we derived. So, once an error occurs, it grows exponentially (like
4n−1). �

3. Homework 3

Exercise 3.1 (Numerical Integration). Consider the function

f(t) := t3 + 1.

In this case, we can easily compute ∫ 1

0

f(t)dt =
5

4
.

Sometimes, especially in computer graphics applications, integrals are too complicated to
compute directly, so we instead use randomness to estimate the integral. That is, we pick
n random points in [0, 1], and average the values of f at these points, as in the following
program.

n=10^5;

f= @(t) t.^3 +1;

mean(f(rand(1,n)))

Using this program with n = 105, 106, 107 and 108, report the estimated values for the integral
of f , along with their relative errors.

Now, compute the exact value of
∫ 5

3
log xdx, and modify the above program to give esti-

mates for the value of this integral and report relative errors, using a number of points n
where n = 105, 106, 107 and 108.
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Solution.
n Estimated Integral Absolute Error
105 1.249536318983942 4.64× 10−4

106 1.249613311123614 3.87× 10−4

107 1.249929530430463 7.05× 10−5

108 1.250021712993095 2.17× 10−5

Simlarly, we have
∫ 5

3
log xdx = [x log x−x]53 = 5 log 5−3 log 3−5+3 = 5 log 5−3 log 3−2.

Since rand has an equal chance of taking values in [0, 1], the quantity 3+2*rand has an
equal chance of taking values in [3, 5]. Also, taking the mean of the f values on [3, 5] will

output the average value 1
5−3

∫ 5

3
log xdx. So, in order to estimate the integral itself, we have

to multiply the mean value by 2. We therefore use the following program.

for n=[10^5, 10^6, 10^7, 10^8]

f= @(t) log(t);

intest=2*mean(f(3+2*rand(1,n)))

abs(intest - (5*log(5) -3*log(3) -2))

end
n Estimated Integral Absolute Error
105 2.752085153283946 7.32× 10−4

106 2.751199304508432 1.53× 10−4

107 2.751320086670872 3.26× 10−5

108 2.751345346931406 7.35× 10−6

�

Exercise 3.2. Using the Divide and Conquer Algorithm to approximate the value of
√

3
with the function f(x) := x2 − 3 by starting your search on the interval [1, 2]. Report how
many iterations the algorithm takes until it no longer makes any progress (i.e. once the
algorithm can no longer create a smaller interval to search for a zero of f .)

Then, use the Babylonian square root algorithm to approximate the value of
√

3, starting
with a1 = 1. Report how many iterations the algorithm takes until it no longer makes any
progress (i.e. once the sequence generated by the algorithm becomes constant.)

Solution.

a=1; % store left endpoint of search interval

b=2; % store right endpoint of search integral

itcount=0; % number of iterations of the while loop

f=@(x) x.^2 -3;

while abs(a-b)>eps

if sign(f(a))==sign(f((a+b)/2)) % then sign changes on right interval

a=(a+b)/2;

else % then sign changes on left interval

b=(a+b)/2;

end

itcount=itcount+1;

end

fprintf('The while loop took %d iterations to find a zero at x=%1.15d\r',itcount,a);

The while loop takes 52 iterations to find a zero.
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a=[0 1]; % store iterates of Newton's method in a vector

while abs(a(end) - a(end-1) ) >eps

x= a(end);

a(end+1)= x - (x^2 -3)/(2*x)

end

fprintf('The loop took %d iterations to find x=%1.15d\r',length(a)-2,a(end));

The while loop takes 6 iterations to find a zero. (If the while loop exit condition is
a(end)~= a(end-1), then the while loop will never terminate since it will alternate between
two numbers that are 2−52 apart from each other.) �

Exercise 3.3. Suppose we use Newton’s Method for the function f(t) := t2 − 2 with initial
guess x1 = 2, i.e. we use the Babylonian Square Root Algorithm. (We know that f(

√
2) = 0.)

In this Exercise, we will prove that x1, x2, . . . converges to
√

2 using the following strategy.

• Show that xk ≥
√

2 implies that xk+1 ≥
√

2 for all k ≥ 1. Since x1 >
√

2, conclude
that xk ≥

√
2 for all k ≥ 1. (If g(t) := t/2 + 1/t, show that g(t) >

√
2 for all t >

√
2

by considering g(
√

2) and showing that g′(t) > 0 for all t ≥
√

2, and then apply the
Fundamental Theorem of Calculus.)
• Show that x1 ≥ x2 ≥ x3 ≥ · · · . That is, the sequence x1, x2, . . . is decreasing.
• You can freely use the following fact from real analysis: if a sequence x1, x2, . . . of

real numbers is decreasing with xk ≥
√

2 for all k ≥ 1, then the sequence converges
to a real number x ≥

√
2. That is, there exists x ≥

√
2 such that x = limk→∞ xk.

• Define φ(t) := t − f(t)
f ′(t)

for any t ≥
√

2. Note that φ is continuous, so φ(x) =

limk→∞ φ(xk). Using φ(xk) = xk+1, conclude that φ(x) = x. Using φ(x) = x, deduce
that x =

√
2.

Solution. Using the definition of Newton’s method, we have

xk+1 = xk −
f(xk)

f ′(xk)
= xk −

x2k − 2

2xk
=
xk
2

+
1

xk
, ∀ k ≥ 1.

We claim that the function g(t) := t/2 + 1/t satisfies g(t) >
√

2 for all t >
√

2. To prove
this, observe that g(

√
2) =

√
2 and g′(t) = 1/2 − t−2 > 0 for all t ≥

√
2. It follows

then from the Fundamental Theorem of Calculus that 0 <
∫ t√

2
g′(s)ds = g(t) − g(

√
2), i.e.

g(t) > g(
√

2) =
√

2. So if xk ≥
√

2, then xk+1 = g(xk) ≥
√

2 for all k ≥ 1.
Using the definition of Newton’s method again, we have

xk+1 − xk = −x
2
k − 2

2xk
.

Since we know that xk ≥
√

2 for all k ≥ 1, we have x2k − 2 ≥ 0, so this equation implies that

xk+1 − xk ≤ 0, ∀ k ≥ 1.

We conclude that x = limk→∞ xk exists with x ≥
√

2. Finally, since φ is continuous we
have

φ(x) = lim
k→∞

φ(xk) = lim
k→∞

xk+1 = x,

so that φ(x) = x, i.e. x = x− (x2 − 2)/(2x), i.e. x2 − 2 = 0 so that x = ±
√

2. Since x > 0,
we conclude that x =

√
2. �
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Exercise 3.4. Consider the function

f(x) := sign(x)
√
|x|, ∀x ∈ R.

This function has only one zero at x = 0.
Either by hand or a computer, use Newton’s method to try to find a zero, using an initial

guess such as 1, 1/2 or 1/4.
What happens? Describe the output of Newton’s Method. Does the sequence of iterates

x0, x1, . . . converge to 0? Explain why or why not. (Does the convergence theorem for
Newton’s Method apply?) (You can look up any convergence theorem for Newton’s method
from the notes or book to answer this question.)

Solution. When x > 0, we have f(x) =
√
x, so that f ′(x) = (1/2)x−1/2. When x < 0, we

have f(x) = −
√
−x, so that f ′(x) = (1/2)(−x)−1/2 (by the chain rule), so that f ′(x) =

(1/2) |x|−1/2 for all x 6= 0.

f=@(x) sign(x) .* sqrt(abs(x));

fprime = @(x) (1/2)*(abs(x)).^(-1/2);

x=[1];

for i=1:100

s=x(end);

x(end+1) = s- f(s)/fprime(s);

end

x

The sequence of iterates oscillates between the initial point and its negative. This can be
seen as a consequence of the iteration formula itself since for all n ≥ 1,

xn+1 = xn −
f(xn)

f ′(xn)
= xn −

sign(xn) |xn|1/2

(1/2) |xn|−1/2
= xn − sign(xn)2 |xn| = xn − 2xn = −xn.

The convergence theorems for Newton’s method do not apply since f ′(x) is unbounded as
x→ 0. �

Exercise 3.5. Consider the function

f(x) := x1/3, ∀x ∈ R.
This function has only one zero at x = 0.

Using a computer, use Newton’s method to try to find a zero, using an initial guess such
as 1, 1/2 or 1/4.

What happens? Describe the output of Newton’s Method. Does the sequence of iterates
x0, x1, . . . converge to 0? Explain why or why not. (Does the convergence theorem for
Newton’s Method apply?) (You can look up any convergence theorem for Newton’s method
from the notes or book to answer this question.)

Solution. We have f ′(x) = (1/3)x−2/3. In Matlab, it is easier if we write this as f ′(x) =
(1/3)(x2)−1/3, to avoid any issues with negative values. For similar reasons, we write f(x) =

sign(x) |x|1/3.
f=@(x) sign(x) .* (abs(x))^(1/3);

fprime = @(x) (1/3)*(x.^2).^(-1/3);

x=[1];
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for i=1:100

s=x(end);

x(end+1) = s- f(s)/fprime(s);

end

x

The sequence of iterates seems to grow exponentially large rather than converge to 0. This
can be seen as a consequence of the iteration formula itself since for all n ≥ 1,

xn+1 = xn −
f(xn)

f ′(xn)
= xn −

x
1/3
n

(1/3)x
−2/3
n

= xn − 3xn = −2xn.

Iterating this n times, we find that

xn = (−2)n−1x1,

explaining the large values of xn when n is large.
The convergence theorems for Newton’s method do not apply since f ′(x) is unbounded as

x→ 0. �

Exercise 3.6. Consider the function

f(x) := x2 + 1/100, ∀x ∈ R.
This function has no zeros, but it is nearly zero at x = 0. For instructive purposes, we can
still apply Newton’s Method to see what happens.

Using a computer, use Newton’s method to try to find a zero of f , using an initial guess
of 1/10.

What happens? Describe the output of Newton’s Method. Explain what has happened.

Solution.

f=@(x) x.^2 + 1/100 ;

fprime = @(x) 2*x;

x=[1/10];

for i=1:100

s=x(end);

x(end+1) = s- f(s)/fprime(s);

end

x

The sequence of iterates becomes quite large before settling down near 0. After a while, the
iterates move around a lot but generally stay near 0. �

4. Homework 4

Exercise 4.1. In this exercise, we will examine how quickly Matlab can multiply large
matrices, using the commands tic and toc. The following program computes the time it
takes Matlab to multiply two 100× 100 matrices with randomly chosen entries in {0, 1}.
A=round(rand(100,100));

B=round(rand(100,100));

tic; % starts a timer (clock)

A*B;
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toc; % reports the time elapsed since 'tic'

Modify this program to multiply two such matrices of size 2n×2n for all integers 4 ≤ n ≤ 13.
Plot the elapsed time versus 2n. Is the elapsed time proportional to the cube of the matrix
length?

Measure also the time it takes for Matlab to load the matrix A into its memory. Plot the
elapsed time versus the 2n.

Solution.

for n=4:13

tic

A=round(rand(2^n,2^n));

memlo(n)=toc;

B=round(rand(2^n,2^n));

tic;

A*B;

multime(n)=toc;

end

figure;

plot(2.^(4:13),memlo(4:13));

title('memory loading time for a matrix of size 2^n X 2^n');

xlabel('2^n');

ylabel('memory loading time');

figure;

plot(2.^(4:13),multime(4:13));

title('multiplication time for two matrices of size 2^n X 2^n');

xlabel('2^n');

ylabel('multiplication time');

�

Exercise 4.2. Let L be a complex n × n lower triangular matrix with nonzero diagonal
entries. Describe an algorithm that computes L−1 with at most 5n3 arithmetic operations.
Then, write a program in Matlab that finds L−1 for such an n × n matrix (without using
any built-in matrix inversion things in Matlab), and apply your program when L is

L =


1 0 0 0 0
2 3 0 0 0
4 5 6 0 0
−6 0 1 2 0
1 0 4 0 3

 .

Finally, verify that your computed version of L−1 satisfies LL−1 = L−1L = I (at least
approximately).

(Hint: L−1 is also lower triangular. Starting with the top row of L−1 and working your
way down, what entries must L−1 have? Try starting from the diagonal entries and then
moving to the left, one entry at a time.)
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(Hint: it might be helpful to access portions of a row of a matrix L in Matlab. For example,
if 1 ≤ j < i ≤ n are integers, the command L(i, j+1: i) is the ith row of L starting from
entry j + 1 and ending at enetry i. And L(j+1 : i, j) is the jth column of L, starting at
entry j + 1 and ending at entry i. )

Solution.

A=[1 0 0 0 0 ; 2 3 0 0 0; 4 5 6 0 0; -6 0 1 2 0; 1 0 4 0 3];

[m,n]=size(A);

Ainv=zeros(m,n); %we will fill out the entries of A^-1 one at a time

for i=1:m % run through each row of the matrix

Ainv(i,i)=1/A(i,i);

for j=i-1:-1:1 % run backwards through the row entries

%% Ainv(i , j:i) dot product with A(j:i , j) will be zero, so

%% Ainv(i,j)*A(j,j) + Ainv(i, j+1: i) * A(j+1 : i, j) =0, so

Ainv(i,j)= -( (Ainv(i, j+1 :i))*A(j+1:i, j) )/A(j,j);

end

end

The output can be viewed with the format rat command as

L−1 =


1 0 0 0 0
−2/2 1/3 0 0 0
−1/9 −5/18 1/6 0 0
55/18 5/36 −1/12 1/2 0
−5/27 10/27 −2/9 0 1/3

 .

�

Exercise 4.3. Write your own program in Matlab that finds the LU decomposition of a
given n×n real matrix (without using any matrix decomposition programs in Matlab). Then
apply your program to the matrix

A =


0 1 1 0 2
2 3 0 0 0
4 5 1 0 2
−6 0 1 2 0
3 0 4 0 −1

 .

(Once your program finds U , it is okay to use a built-in program to invert U in order to find
L, or you could use the previous exercise.)

(Hint: it might be helpful to access one or two rows of a matrix A in Matlab. For example,
if 1 ≤ i < j ≤ n are integers, the command A(i,:) is the ith row of A. And the command
A([i j], :) is a matrix consisting of the ith and jth rows of A.)

Solution.

A=[0 1 1 0 2; 2 3 0 0 0; 4 5 1 0 2; -6 0 1 2 0; 3 0 4 0 -1];

Asave=A;

[m,n]=size(A);

P=eye(n); % n by n identity matrix

for i=1:m % run through each row of the matrix
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%% first get a nonzero entry in (i,i), or verify the lower entries are 0

if A(i,i)==0 & sum(A(i:end,i) ~=0)~=0 % change i^th row with a lower row

k=i-1+ find(abs(A(i:end,i))== max(abs(A(i:end,i))) ); % index of row to permute with row i

k=k(1); %pick the first of these indices

A([i k], :) = A([k i], :); %permute the rows

P([i k], :) = P([k i], :); %save the permutation in P

end

%% now subtract multiplies of the i^th row to rows below it

for j=i+1:m % j is the row index below i

multip= -A(j,i)/A(i,i);

A(j, :)= A(j, :)+ multip*A(i,:);

end

end

U=A;

A=Asave;

L=P*A*inv(U); %% PA=LU, so L=PAU^-1

�

Exercise 4.4. Suppose A is an n× n matrix of the form

A =



1 0 0 · · · 0 1
−1 1 0 · · · 0 1
−1 −1 1 · · · 0 1
...

...
...

. . .
...

...
−1 −1 −1 · · · 1 1
−1 −1 −1 · · · −1 1


Find an LU decomposition of A. Hint: use

L =



1 0 0 · · · 0 0
−1 1 0 · · · 0 0
−1 −1 1 · · · 0 0
...

...
...

. . .
...

...
−1 −1 −1 · · · 1 0
−1 −1 −1 · · · −1 1

 .

What U do you get? Explain why, when n is large, this LU decomposition would lead to a
large loss of significance.

Solution. We find that

L−1 =



1 0 0 · · · 0 0
1 1 0 · · · 0 0
2 1 1 · · · 0 0
4 2 1 1 · · · 0
...

...
...

. . .
...

...
2n−2 2n−3 2n−4 · · · 1 1

 .
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So,

L−1A =



1 0 0 · · · 0 1
0 1 0 · · · 0 2
0 0 1 · · · 0 4
...

...
...

. . .
...

...
0 0 0 · · · 1 2n−1

0 0 0 · · · 0 1

 .

Since this matrix upper triangular, if we define U := L−1A, we obtain the decomposition
A = LU .

Multiplying L with U can lead to a large loss of significance since there will be subtractions
of numbers that are very close to each other. �

Exercise 4.5. Suppose A is an n × n real matrix with rank n. Let L1, L2 be real n × n
lower triangular matrices, and let U1, U2 be real n × n upper triangular matrices. Assume
that L1, L2, U1, U2 have nonzero diagonal entries. Suppose

A = L1U1 = L2U2.

Show that there exists a real n × n diagonal matrix D with nonzero diagonal entries such
that

L1 = L2D, U1 = D−1U2.

In this sense, the LU factorization of A is unique, up to multiplication by D.

Solution. By assumption, L1, L2, U1, U2 are invertible, so

L−12 L1 = U2U
−1
1 .

The matrix on the left is lower triangular and the matrix on the right is upper triangular.
So, there exists a diagonal matrix D such that

L−12 L1 = U2U
−1
1 = D.

In particular, L1 = L2D and U2 = DU1, so that U1 = D−1U2. (Since U2 and U−11 have
nonzero diagonal entries, D has rank n, i.e. D is invertible.) �

Exercise 4.6 (Matrix Inversion). There are a few standard algorithms that invert an
invertible matrix. One such algorithm uses the LU decomposition. Suppose A is an invertible
matrix. Using the LU decomposition, show that PA = LU , with L,U invertible, L lower
triangular, U upper triangular, and P a permutation matrix, so that A = P TLU . Then,
with Exercise 4.2, describe an algorithm for computing A−1 as U−1L−1P that uses at most
20n3 arithmetic operations.

Solution. The matrices P,L, U can be computed with at most 5n3 arithmetic operations,
as described in class or the notes. Exercise 4.2 computes the inverses U−1 and L−1 with at
most 5n3 operations each, for a total of at most 15n3 operations. Finally, multiplying the
matrices together as U−1L−1P incurs at most 2n3 operations. In total, we have used at most
20n3 operations to form U−1L−1P . Since A = P TLU , we conclude that A−1 = U−1L−1P
(using P T = P−1). �
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5. Homework 5

Exercise 5.1. In Google’s PageRank Algorithm, and in many other applications of linear
algebra in mathematics, computer science, statistics, data science, etc., we often need to find
the largest eigenvalue of a symmetric matrix. Later in the course, we will discuss efficient
(fast) ways to find the largest eigenvalue of a matrix. In this exercise, we will examine a
näıve, slow, inefficient algorithm for this task.

Let’s first generate a large symmetric random matrix. In applications, matrices often have
many zero entries. For example, in order to rank n websites on the internet according to their
relevance, Google considers a matrix A with an entry Aij equal to 1 when website 1 ≤ i ≤ n
and website 1 ≤ j ≤ n share a hyperlink (i.e. one of these websites has a hyperlink pointing
to the other one). (Otherwise, Aij is set equal to zero.) With so many websites, we might
need to take n of size about 109. One website will often not have many hyperlinks, so many
entries of A will be zero. With this in mind, let’s start with a large matrix with a lot of
zeros (with n = 100). Define

A=round(.52*rand(100,100));

A=A+A';

(The last command ensures that A is a symmetric matrix; also we will not be concerned
with entries of 2 appearing in A, for the purpose of this exercise.)

Since A is a real symmetric matrix, an eigenvalue x ∈ R of A satisfies the equation

det(A− xI) = 0,

where I is the identity matrix (with the same dimensions as A). We can define such a
function in Matlab with the command

f = @(x) det(A-x*eye(100));

• Using any method you wish to use, try to find the largest zero of the function f
we just defined. That is, find the largest value of x ∈ R such that f(x) = 0. (For
example, you could try either divide and conquer, or Newton’s method.) Are you
able to find a zero of f? If not, why?
• Does the answer you found agree with the output of the command eigs(A) ?

Solution. Any method you try to find the zero of f will probably not work very well.
The issue is that Matlab struggles to correctly compute the determinant of a large matrix
accurately, so it is then difficult to find the zeros of the function f . Even when you use the
command eigs(A) and just plug those values into f , they will probably be quite far from
zero. �

Exercise 5.2. In modern applications of linear algebra, the vectors and matrices we en-
counter are very large. Dealing with a large number of dimensions is difficult. Thankfully,
there are methods for reducing the number of dimensions, while preserving some of the
structure of the vectors. To illustrate this fact, make a few vectors, x, y with the commands

x=round(rand(1000,1));

y=round(rand(1000,1));

The lengths of these vectors can be examined with the command norm(x), which might be
around 22 (so the Euclidean distance from the vector x to the origin should be around 22.)

To reduce the number of dimensions, let’s define the matrix
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A=(1/sqrt(10))*randn(10,1000);

(One entry of the rand command outputs a floating point number with a probability of being
in the interval (a, b) approximately equal to b−a when 0 < a < b < 1. In contrast, one entry
of the randn command outputs a floating point number with a probability of being in the

interval (a, b) approximately equal to 1√
2π

∫ b
a
e−s

2/2ds when −∞ < a < b < ∞ are floating

point numbers (in double precision).)

• Find the absolute error between the norms of x and Ax. Are these quantities close?
• Find the absolute error between the norms of x−y and Ax−Ay. Are these quantities

close?

The matrix A can almost preserve the lengths and distances between many vectors. Note
that Ax is a 10-dimensional vector, and 10 is much smaller than 1000 (the original dimension
of the vectors). We will not further explain in this course why A has the properties we just
observed.

Solution. The absolute errors should be fairly small, say around 1 or 2, so the quantities are
fairly close. �

Exercise 5.3. Let

A =


0 1 1 0 2
2 3 0 0 0
4 5 1 0 2
−6 0 1 2 0
3 0 4 0 −1

 .

Using the LU decomposition of A, solve the equation

Ax = b,

using Matlab code (without using any built-in linear algebra solvers) where b = (2, 4, 3, 1, 5)T .
(Note that solving a linear system such as Ly = b when L is lower triangular should be
relatively straightforward, by e.g. first solving for y1, then y2, and so on.)

Solution. We could use either our own LU decomposition from a previous exercise or Matlab’s
built-in function lu.

A=[0 1 1 0 2; 2 3 0 0 0; 4 5 1 0 2; -6 0 1 2 0; 3 0 4 0 -1];

b=[2;4;3;1;5];

[L U P]=lu(A); % this it the decomposition LU=PA

%% Ax=b so PAx=Pb so LUx=Pb. solve Ly=Pb then Ux=y

n=length(A);

y=zeros(n,1);

x=zeros(n,1);

b=P*b; %apply the permutation P

%% now solve Ly=b

%% y(1)=b(1)/L(1,1), y(2)=(b(2)-y(1)*L(2,1))/L(2,2)

%% in general, y(i)= (b(i)- L(i,1:i-1)*y(1:i-1))/L(i,i)

for i=1:n

y(i)=(b(i)- L(i,1:i-1)*y(1:i-1))/L(i,i);

end

18



%% now solve Ux=y

%% x(n)=y(n)/U(n,n), x(n-1)=(y(n-1)-y(n)*U(n-1,n))/U(n-1,n-1)

%% in general, x(i)= (y(i)- U(i,i+1:n)*x(i+1:n))/U(i,i)

for i=n:-1:1

x(i)= (y(i)- U(i,i+1:n)*x(i+1:n))/U(i,i);

end

%% check for solution being correct.

fprintf('The absolute error of PAx compared with Pb is %d\n',norm(P*A*x-b));

�

Exercise 5.4. Write a computer program on your own that finds the LU factorization of
the matrix

A =


6 0 −4 0
0 7 0 −1
−4 0 6 0
0 −1 0 7

 .

(Hint: note that A is symmetric. You can use the command eigs to check also that A is
positive definite.)

Solution. Since A is symmetric positive definite, we can just use our LU factorization program
from Exercise 4.3 and delete the part that constructs a permutation matrix.

A=[6 0 -4 0; 0 7 0 -1; -4 0 6 0; 0 -1 0 7];

Asave=A;

[m,n]=size(A);

for i=1:m % run through each row of the matrix

for j=i+1:m % j is the row index below i

multip= -A(j,i)/A(i,i);

A(j, :)= A(j, :)+ multip*A(i,:);

end

end

U=A;

A=Asave;

L=P*A*inv(U); %% PA=LU, so L=PAU^-1

�

Exercise 5.5. This exercise examines the eigenvalues of random matrices. We can make a
large random real symmetric matrix with entries in {−1, 1} with the following program.

n=1000;

iterations=100;

eiglist=zeros(n,iterations);

for i=1:iterations

A= zeros(n,n);

A( ((1:n)')*ones(1,n) < (ones(1,n)')*(1:n) )= 2*round(rand(1,n*(n-1)/2)) -1;

A = A+A';

A( ((1:n)')*ones(1,n) == (ones(1,n)')*(1:n) )= 2*round(rand(1,n )) -1;

eiglist(:,i)=eig(A);
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end

eiglist=reshape(eiglist,1,n*iterations);

hist(eiglist/sqrt(n),100);

We generate several random matrices and then make a histogram of a list of the eigenvalues
of all of the matrices.

What curve does the histogram resemble?
What numbers a, b ∈ R tend to satisfy a ≤ λ ≤ b for all eigenvalues λ of the given

matrices? (Choose the largest a and smallest b possible.)
For a random non-symmetric matrix, its eigenvalues will be complex, so we can instead

plot these eigenvalues as dots in the complex plane.

n=1000;

A=2*round(rand(n,n)) -1;

eiglist=eig(A)/sqrt(n);

plot(real(eiglist),imag(eiglist),'.');

In what region of the complex plane do the eigenvalues of the matrix tend to reside?
If you modify this program so that it makes a list of the eigenvalues of 100 different

matrices (of the same type used in the program), how does the plot change?

Solution. The curve of the histogram resembles a semi-circle of radius two centered at the
origin.

In the second part of the problem, the eigenvalues are roughly equidistributed in the unit
circle centered at the origin (in the complex plane). �

Exercise 5.6. Let A be an m×n matrix with nonnegative entries. A nonnegative matrix
factorization for A with k classes is a factorization of the form

A = WH,

where W is an m× k matrix, H is a k× n matrix, and both W,H have nonnegative entries.
Sometimes writing a factorization in this way is impossible. (If a factorization exists like this,
then A must have rank at most k.) However, we can still try to find W,H that approximately
satisfy WH ≈ A. This is exactly what the Matlab function nnmf does. (More specifically,
Matlab tries to find W,H that minimize norm(A-W*H), and it uses randomness to do this,
so we will ask Matlab to output the best factorization among 1000 attempts.)

Nonnegative matrix factorization is used in several machine learning applications, e.g. to
cluster data into similar groups, in recommendation algorithms, etc. To illustrate this, let’s
consider the matrix A whose entries are the numbers in the following table

apple banana bell pepper crab broccoli carrot pear shrimp
calories 130 110 25 100 45 30 100 100
sodium 0 0 40 330 80 60 0 240
potassium 260 450 220 300 460 250 190 220
carbohydrates 34 30 6 0 8 7 26 0
vitamin A 2 2 4 0 6 110 0 4
vitamin C 8 15 190 4 220 10 10 4

• Verify that A has rank 6 with the command rank(A), so that we know for sure we
cannot write A = WH exactly with k = 3.
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• Find an approximate nonnegative matrix factorization of A with 3 classes with the
Matlab command [W,H]=nnmf(A,3,'replicates',1000). Do the matrices W,H
satisfy A = WH? If not, check the value norm(A-W*H) and compare it with norm(A).
• Each of the three rows of H corresponds to a different class of food. The largest

entry in a column of H sorts the food into a given class. For example, the first row
of H seems to correspond to “fruits,” since the columns for apple, banana, and pear
all have largest values in their top entries. (Carrot also seems to have a largest value
here even though it is not a fruit.) What classes of foods do the other two rows of H
seem to represent, and which food items are in those classes according to H?
• Each column of W also corresponds to a different class of food (like the rows of
H). The largest entry in a row of W indicates which food characteristics are most
important for being in each class. For example, calories, potassium, carbohydrates
and vitamin A have their largest entries in the first column of W, so these four
characteristics are the most significant contributions to being in the class of “fruits”
in this table. (Carrot is the only one with a large value of vitamin A so it is unclear
why exactly it got sorted in to the class of “fruits.”) What food characteristics are
most important for the other two classes of foods, according to W?
• When k = 4 instead of 3, is the carrot still in the same class as the apple, banana

and pear?

Solution.

A=[130 110 25 100 45 30 100 100;

0 0 40 330 80 60 0 240;

260 450 220 300 460 250 190 220;

34 30 6 0 8 7 26 0;

2 2 4 0 6 110 0 4;

8 15 190 4 220 10 10 4];

[W,H]=nnmf(A,3,'replicates',1000)

We obtain

W =

188.1324 132.5806 0

0 412.6924 56.5920

573.8222 361.4551 358.8212

51.1580 0 0

33.1920 13.9024 4.8151

0 0 292.3274

H =

0.4793 0.7084 0.0049 0.0005 0.2506 0.2878 0.3494 0.0279

0.0057 0 0.0143 0.7961 0.0890 0.1285 0.0035 0.5845

0 0.0897 0.6183 0.0242 0.7767 0.0763 0 0

In this case, norm(A-W*H) is about 119 and norm(A) is about 958, so A and WH are
somewhat close but not nearly identical.
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According to H, items with largest entry in the first row are: apple, pear, banana and
carrot, so the first row of H seems to correspond to fruits. Crab and shrimp have their
largest entries in the second row of H, so the second category of food seems to be seafood.
The last row of H seems to correspond to vegetables, since bell pepper and broccoli have
their largest entries in their last row of H.

Calories, potassium, carbohydrates and vitamin A have their largest entries in the first
column of W, so these four characteristics are the most significant contributions to being in
the class of “fruits” in this table. Sodium seems most significant for the category of seafood,
since the second row of W has its largest entry in its second column. Lastly, Vitamin C is
most significant for bell pepper and broccoli.

When k = 4 we observe that carrot has entered into its own category. Vitamin A is the
most significant component in this new category.

A=[130 110 25 100 45 30 100 100;

0 0 40 330 80 60 0 240;

260 450 220 300 460 250 190 220;

34 30 6 0 8 7 26 0;

2 2 4 0 6 110 0 4;

8 15 190 4 220 10 10 4];

[W,H]=nnmf(A,4,'replicates',1000)

We obtain

W=

136.7509 197.5331 0 0

413.9237 0 46.2484 0

346.9485 507.6259 357.7368 181.8253

0 51.4532 0.1537 3.4749

0 0 0 111.4723

0 0 292.0311 0

H =

0 0 0.0272 0.7940 0.1079 0.1413 0 0.5807

0.5444 0.6991 0.0135 0.0009 0.2137 0.0401 0.4064 0.0486

0 0.1061 0.6186 0.0287 0.7774 0.0295 0.0045 0

0 0.2003 0 0.0503 0.1354 0.9690 0 0

�

6. Homework 6

Exercise 6.1. Write a computer program on your own that finds the QR factorization of
an n× n matrix for arbitrary n, and apply this program to the following matrix.

A =


0 1 1 0 2
2 3 0 0 0
4 5 1 0 2
−6 0 1 2 0
3 0 4 0 −1
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(You should not use any built in linear algebra functions such as qr.)

Solution. Here is a program that uses Householder reflections for real matrices

A=[0 1 1 0 3; 2 3 0 0 0; 4 5 1 0 2; -6 0 1 2 0; 3 0 4 0 -1];

[m, n]=size(A);

Q=eye(m);

R=A;

for i=1:min(m,n) % go through the columns of A

w=A(i:end, i);

%% Use the formulas from Lemma 4.73 in the notes

%% to obtain alpha, v and I-2vv*

alpha= -(norm(w))* sign(w(1));

if w(1)==0

alpha=-norm(w);

end

eone=zeros(1+m-i,1);

eone(1)=1;

v= (w- alpha*eone)/norm(w- alpha*eone);

Qc= eye(m);

Qc(i:end, i:end) = Qc(i:end, i:end) - 2*v*(v');

%% Now update R,Q, as in Theorem 4.74

R= Qc*R;

Q=Q*(Qc');

end

Here is a program that uses Gram-Schmidt instead, for square real matrices.

A=[0 1 1 0 3; 2 3 0 0 0; 4 5 1 0 2; -6 0 1 2 0; 3 0 4 0 -1];

n=length(A);

Q=zeros(n,n);

Q(:,1)= A(:,1) / norm(A(:,1));

for i=2:n % go through the columns of A

Z= Q(:,1:i-1);

for j=1:i-1

Z(:,j)= Z(:,j) / norm(Z(:,j));

end

%% apply Gram-Schmidt to the columns of A

%% Use Theorem 4.23 in the notes

Q(:,i) = A(:,i) - Z* ( (Z')*(A(:,i)) ) ;

Q(:,i) = Q(:,i) / norm(Q(:,i));

end

%% A=QR, so R=Q^T A

R= (Q')*A;

�

Exercise 6.2. In this exercise, we will compare the speed and error of solving the linear
system of equations

Ax = b
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using either the LU or QR decomposition. Here A is a known n × n real matrix, b ∈ Rn is
known, and we want to solve for x ∈ Rn.

To do this, let’s first construct an n × n integer matrix A with n = 1000. Then, let’s
construct the LU decomposition using built-in commands, and then time how long it takes
to solve Ax = b with a randomly chosen b (and let’s also use built-in solver commands for
the upper and lower triangular systems):

n=10^3;

A=round(n*(rand(n,n) - 1/2));

tic; % start the timer

[L U P]=lu(A);

b=rand(n,1);

%% Solve Ax=b, i.e. LUx=PAx=Pb.

%% first solve Ly=Pb, then solve Ux=y

y=L\(P*b);

x=U\y;

rtime=toc; % run time of the linear solver

aerr=norm(A*x -b); % approximate error of linear solver

In the last line, we approximated the error of Ax − b. (Since the computation of Ax itself
has numerical errors, we only obtain an approximation of the actual value of Ax− b, where
x is the output of the program.) Plot the run time and error as a function of n, where n
takes the values 22, 23, 24, . . . , 212, 213.

Modify the above program to solve Ax = b using instead the QR decomposition.
Finally, repeat the above exercise (both for LU and QR decompositions) by using the

specific matrix A that we previously found to be troublesome for the LU decomposition. An
n× n version of this matrix can be created in Matlab using the following commands.

A=-((ones(n,1))*(1:n)<((1:n)')*ones(1,n)) + eye(n);

A(1:n,n)=1;

In each above case, does the LU or QR decomposition do better? (Answer in terms of run
time and in terms of errors.)

for j=2:13

n=2^j;

%A=round(n*(rand(n,n) - 1/2));

A=-((ones(n,1))*(1:n)<((1:n)')*ones(1,n)) + eye(n);

A(1:n,n)=1;

tic

[L U P]=lu(A);

b=rand(n,1);

%% Solve Ax=b, i.e. LUx=PAx=Pb.

%% first solve Ly=Pb, then solve Ux=y

y=L\(P*b);

x=U\y;

rtime(j)=toc

aerr(j)=norm(A*x -b);
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clear A x y b;

end

plot(2.^(1:13),rtime); xlabel('matrix length'); ylabel('run time');

title('LU run time for solving Ax=b versus matrix length');

figure;

plot(2.^(1:13),aerr); xlabel('matrix length'); ylabel('error');

title('LU error for solving Ax=b versus matrix length');

for j=2:13

n=2^j;

%A=round(n*(rand(n,n) - 1/2));

A=-((ones(n,1))*(1:n)<((1:n)')*ones(1,n)) + eye(n);

A(1:n,n)=1;

tic

[Q R]=qr(A);

b=rand(n,1);

%% Solve Ax=b, i.e. QRx=b, i.e. Rx=Q^t b.

x=R\(Q' * b);

rtime(j)=toc

aerr(j)=norm(A*x -b);

clear A x y b;

end

plot(2.^(1:13),rtime); xlabel('matrix length'); ylabel('run time');

title('QR run time for solving Ax=b versus matrix length');

figure;

plot(2.^(1:13),aerr); xlabel('matrix length'); ylabel('error');

title('QR error for solving Ax=b versus matrix length');

Exercise 6.3. Write a computer program on your own that finds a Cholesky Decomposition
of an n × n symmetric real matrix for arbitrary n > 1, and then use your program for the
matrix

A =


6 0 −4 0
0 7 0 −1
−4 0 6 0
0 −1 0 7

 .

(In a previous homework, we noted that A is symmetric and positive definite.)

Solution. We use Theorem 4.76 as follows.

A=[6 0 -4 0; 0 7 0 -1; -4 0 6 0; 0 -1 0 7];

n=length(A);

[L U] = lu(A);

B=(sqrt( (inv(U'))*L ) )*U;

�

Exercise 6.4 (The Power Method). This exercise gives an algorithm for finding the
eigenvectors and eigenvalues of a symmetric matrix. In modern statistics, this is often a
useful thing to do. The Power Method described below is not the best algorithm for this
task, but it is perhaps the easiest to describe and analyze.
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Let A be an n×n real symmetric matrix. Let λ1 ≥ · · · ≥ λn be the (unknown) eigenvalues
of A, and let v1, . . . , vn ∈ Rn be the corresponding (unknown) eigenvectors of A such that
‖vi‖ = 1 and such that Avi = λivi for all 1 ≤ i ≤ n.

Given A, our first goal is to find v1 and λ1. For simplicity, assume that 1/2 < λ1 < 1, and
0 ≤ λn ≤ · · · ≤ λ2 < 1/4. Suppose we have found a vector v ∈ Rn such that ‖v‖ = 1 and
|〈v, v1〉| > 1/n. (An exercise more suitable for a probability class shows that a randomly
chosen v satisfies this property, with probability at least 1/2.) Let k be a positive integer.
Show that

Akv

approximates v1 well as k becomes large. More specifically, show that for all k ≥ 1,∥∥Akv − 〈v, v1〉λk1v1∥∥2 ≤ n− 1

16k
.

(Hint: use the spectral theorem for symmetric matrices.)
Since |〈v, v1〉|λk1 > 2−k/n, this inequality implies that Akv is approximately an eigenvector

of A with eigenvalue λ1. That is, by the triangle inequality,∥∥A(Akv)− λ1(Akv)
∥∥ ≤ ∥∥Ak+1v − 〈v, v1〉λk+1

1 v1
∥∥+ λ1

∥∥〈v, v1〉λk1v1 − Akv∥∥ ≤ 2

√
n− 1

4k
.

Moreover, by the reverse triangle inequality,∥∥Akv∥∥ =
∥∥Akv − 〈v, v1〉λk1v1 + 〈v, v1〉λk1v1

∥∥ ≥ 1

n
2−k −

√
n− 1

4k
.

In conclusion, if we take k to be large (say k > 10 log n), and if we define z := Akv, then
z is approximately an eigenvector of A, that is∥∥∥∥A Akv

‖Akv‖
− λ1

Akv

‖Akv‖

∥∥∥∥ ≤ 4n3/22−k ≤ 4n−4.

And to approximately find the first eigenvalue λ1, we simply compute

zTAz

zT z
.

That is, we have approximately found the first eigenvector and eigenvalue of A.
Remarks. To find the second eigenvector and eigenvalue, we can repeat the above proce-

dure, where we start by choosing v such that 〈v, v1〉 = 0, ‖v‖ = 1 and |〈v, v2〉| > 1/(10
√
n).

To find the third eigenvector and eigenvalue, we can repeat the above procedure, where we
start by choosing v such that 〈v, v1〉 = 〈v, v2〉 = 0, ‖v‖ = 1 and |〈v, v3〉| > 1/(10

√
n). And

so on.
Google’s PageRank algorithm uses the power method to rank websites very rapidly. In

particular, they let n be the number of websites on the internet (so that n is roughly 109).
They then define an n× n matrix C where Cij = 1 if there is a hyperlink between websites
i and j, and Cij = 0 otherwise. Then, they let B be an n × n matrix such that Bij is 1
divided by the number of 1’s in the ith row of C, if Cij = 1, and Bij = 0 otherwise. Finally,
they define

A = (.85)B + (.15)D/n

where D is an n× n matrix all of whose entries are 1.
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The power method finds the eigenvector v1 of A, and the size of the ith entry of v1 is
proportional to the “rank” of website i.

Solution. From the spectral theorem for real symmetric matrices, there exists a basis of
Rn of eigenvectors of A as stated in the exercise. That is, any v ∈ Rn can be written as

v =
n∑
i=1

〈v, vi〉vi.

Since Avi = λivi for all 1 ≤ i ≤ n, we then have

Av =
n∑
i=1

〈v, vi〉Avi =
n∑
i=1

〈v, vi〉λivi

More generally, for any integer k ≥ 1,

Akv =
n∑
i=1

〈v, vi〉Akvi =
n∑
i=1

〈v, vi〉λiAk−1vi = · · · =
n∑
i=1

〈v, vi〉λki vi.

That is, ∥∥Akv − 〈v, v1〉λk1v1∥∥ =

∥∥∥∥∥
n∑
i=2

〈v, vi〉λki vi

∥∥∥∥∥ .
Using the stated inequality in the exercise, namely that |λi| ≤ 1/2, we have |λi|k ≤ 2−k for
all 2 ≤ i ≤ n, so that∥∥Akv − 〈v, v1〉λk1v1∥∥ ≤ 4−k

n∑
i=2

|〈v, vi〉| ‖vi‖ ≤ 4−k
n∑
i=2

‖vi‖ = (n− 2)4−k.

In the middle inequalities, we used the triangle inequality for the norm, and also the Cauchy-
Schwarz inequality: |〈v, vi〉| ≤ ‖v‖ ‖vi‖ = 1 · 1 = 1 for all 1 ≤ i ≤ n. Alternatively, we could
expand the square and using that v1, . . . , vn are an orthonormal basis to get∥∥Akv − 〈v, v1〉λk1v1∥∥2 =

∥∥∥∥∥
n∑
i=2

〈v, vi〉λki vi

∥∥∥∥∥
2

=
n∑
i=2

〈v, vi〉2λ2ki

≤ 16−k
n∑
i=2

〈v, vi〉2 ≤ 16−k
n∑
i=1

〈v, vi〉2 = 16−k ‖v‖2 = 16−k.

Exercise 6.5. Consider the following symmetric real matrix

A =


5 1 −2 3 1
1 3 6 0 0
−2 6 0 1 1
3 0 1 1 2
1 0 1 2 3

 .

Using the power method (i.e. by examining large powers of A in Matlab), find the largest
eigenvalue λ ∈ R of A and a corresponding eigenvector v ∈ R5 with ‖v‖2 = 1.

Note that (A − λvvT )v = Av − λv = 0, and if w is any other eigenvector of A, then
(A − λvvT )w = Aw. Using this observation, apply the power method to A − λvvT to find
the second largest eigenvalue of A.
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Finally, compare your results with the built-in Matlab function eigs.

A=[5 1 -2 3 1; 1 3 6 0 0; -2 6 0 1 1; 3 0 1 1 2; 1 0 1 2 3]

x=[1;2;3;4;5];

for i=1:100

x=(A*x)/norm(x);

end

v=x/norm(x)

lam=mean(A*x./x)

B=A-lam*v*v'

x=[1;2;3;4;5];

for i=1:100

x=(B*x)/norm(x);

end

w=x/norm(x)

lam2=mean(A*x./x)

Exercise 6.6. Let A be an m×n complex matrix. Show that ‖A‖22→2 is equal to the largest
eigenvalue of AA∗ (or of A∗A). That is, ‖A‖2→2 is the largest singular value of A.

Solution. We first write

‖A‖22→2 = max
x∈Cn : ‖x‖≤1

‖Ax‖2 = max
x∈Cn : ‖x‖≤1

〈Ax,Ax〉 = max
x∈Cn : ‖x‖≤1

x∗A∗Ax.

Since A∗A is n × n self-adjoint and positive semidefinite, there is an orthonormal basis
v1, . . . , vn ∈ Cn of eigenvectors of A∗A with eigenvalues λ1 ≥ · · · ≥ λn ≥ 0 such that
A∗Avi = λivi for all 1 ≤ i ≤ n. Any x ∈ Cn can then be written as

x =
n∑
i=1

〈x, vi〉vi.

Moreover,

‖x‖2 =

∥∥∥∥∥
n∑
i=1

〈x, vi〉vi

∥∥∥∥∥
2

=
n∑
i=1

|〈x, vi〉|2 .

x∗A∗Ax = x∗
n∑
i=1

〈x, vi〉A∗Avi = x∗
n∑
i=1

〈x, vi〉λivi =
n∑
i=1

λi |〈x, vi〉|2

Combining these two facts and denoting ci := |〈x, vi〉| for all 1 ≤ i ≤ n, we have

‖A‖22→2 = max
x∈Cn : ‖x‖≤1

x∗A∗Ax = max
c1,...,cn≥0:

∑n
i=1 c

2
i≤1

n∑
i=1

λic
2
i .

If
∑n

i=1 c
2
i ≤ 1, since λ1 ≥ λ2 ≥ · · · ≥ 0, we have

n∑
i=1

λic
2
i ≤ λ1

n∑
i=1

c2i ≤ λ1.

Moreover, equality occurs when c1 = 1 and ci = 0 for all i ≥ 2. In conclusion,

‖A‖22→2 = λ1.
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7. Homework 7

Exercise 7.1. Consider the following symmetric real matrix

A =


5 1 −2 3 1
1 3 6 0 0
−2 6 0 1 1
3 0 1 1 2
1 0 1 2 3

 .

Using the QR algorithm, find all eigenvalues and eigenvectors of A.
Finally, compare your results with the built-in Matlab function eigs.

Solution.

A=[5 1 -2 3 1; 1 3 6 0 0; -2 6 0 1 1; 3 0 1 1 2; 1 0 1 2 3];

Qa=eye(length(A));

for i=1:100

[Q R]=qr(A);

A=R*Q;

Qa=Qa*Q % updated Qa, as in Theorem 4.90 in notes

end

Qa*A*Qa' % should return the original matrix

% the output Qa is the matrix of eigenvectors

% the output A should be (nearly) diagonal with all eigenvalues

�

Exercise 7.2. Let A be an m× n real matrix with m ≥ n. Show that A has rank n if and
only if ATA is positive definite.

(Hint: ATA is always positive semidefinite.)

Solution. From Theorem 4.70, ATA is always positive semidefinite, i.e. all of its eigenvalues
are nonnegative.

Suppose A has rank n. Then AT has rank n, so ATA must also have rank n, so it has no
zero eigenvalues, so it must be positive definite (since all of its eigenvalues are known to be
nonnegative already.)

Conversely, suppose ATA is positive definite. Then A must also have rank n. (From
Theorem 4.70, for any nonzero x ∈ Rn, xTATAx > 0, but if the rank of A is less than n,
then there exists a nonzero x ∈ Rn such that Ax = 0.) �

Exercise 7.3. Suppose we have data points (0, 1), (1, 3), (2, 3), (3, 5), (4, 2) ∈ R2 denoted as
{(ai, bi)}5i=1. Find the line that best fits the data. That is, find the line f : R → R that
minimizes the sum of squared differences

∑5
j=1 |f(ai)− bi|2. When you solve the equation

ATAx = AT b, you can use Matlab’s built-in matrix decomposition functions, such as the
QR decomposition.

Then, find the best fit degree two polynomial, and the best fit degree three polynomial to
these data points.

Solution.
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%% best fit degree one

A=[ 1 0 ; 1 1; 1 2; 1 3; 1 4];

b=[1; 3; 3; 5; 2];

%% Solve A^T A x = A^T b

x= (A' * A) \ (A' * b);

t=linspace(-1,5,100);

figure; hold on;

plot(t, x(1)+t*x(2));

plot(A(:,2),b,'ro');

legend('best fit line','data points');

%% best fit degree two

A=[ 1 0 0 ; 1 1 1; 1 2 4; 1 3 9; 1 4 16];

b=[1; 3; 3; 5; 2];

%% Solve A^T A x = A^T b

x= (A' * A) \ (A' * b);

t=linspace(-1,5,100);

figure; hold on;

plot(t, x(1)+t*x(2)+(t.^2)*x(3));

plot(A(:,2),b,'ro');

legend('best fit degree two poly','data points');

%% best fit degree three

A=[ 1 0 0 0 ; 1 1 1 1; 1 2 4 8; 1 3 9 27; 1 4 16 64];

b=[1; 3; 3; 5; 2];

%% Solve A^T A x = A^T b

x= (A' * A) \ (A' * b);

t=linspace(-1,5,100);

figure; hold on;

plot(t, x(1)+t*x(2)+(t.^2)*x(3) + (t.^3)*x(4));

plot(A(:,2),b,'ro');

legend('best fit degree three poly','data points');

�

Exercise 7.4. Sometimes it is more convenient to use randomness to minimize a sum of
squares. Suppose we have an m× n real matrix A, and b ∈ Rm are given. We want to find
x ∈ Rn minimizing ‖Ax− b‖2. We try to do this in following program:

[m n]=size(A);

x=zeros(n,1);

for i=1:1000

xnew=x+(1/100)*(rand(n,1) -1/2); %randomly perturb x

% if an improvement occurs, update x, otherwise don't

if norm(A*xnew -b) < norm(A*x -b)

x=xnew;

end

end
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Use the above program when

A =

1 2
3 4
5 6

 , b =

1
2
3

 .

Estimate the absolute error of the output x compared with the explicit formula (ATA)−1AT b.
Finally, use the above program with the A, b from the previous exercise. How far are the

different outputs from each other?

Solution. The absolute error is pretty small, and the program does not do as well on the
previous exercise, unless we iterate the for-loop e.g. 10,000 times, which results in better
performance. �

Exercise 7.5.

• Give an example of a real 2 × 2 matrix A with a non-unique singular value decom-
position. That is, find a diagonal 2 × 2 matrix D, unitary 2 × 2 matrices U1 6= U2,
unitary 2× 2 matrices V1 6= V2 such that

A = U1DV1 = U2DV2.

• Give an example of a real 2 × 3 matrix A with a non-unique singular value decom-
position. That is, find a diagonal 2 × 2 matrix D, unitary 2 × 2 matrices U1 6= U2,
unitary 3× 3 matrices V1 6= V2 such that

A = U1(D, 0)V1 = U2(D, 0)V2.

Solution. Given any example, we can just multiply V1, V2 each by −1, finding different
factorizations. �

Exercise 7.6. This exercise investigates the condition number of a matrix and its relation
to solving linear systems. In a previous homework, we considered solving the linear system
of equations

17x1 + 5x2 = 22,

1.7x1 + .5x2 = 2.2.

We then rewrite this equation as Ax = b with x =

(
x1
x2

)
and A =

(
17 5
1.7 .5

)
. Even though A

has determinant zero, Matlab computes the determinant of A to be quite large and nonzero.
Also, Matlab struggles to solve the equation Ax = b with the built-in solver x=A\b. However,
the determinant itself is not a good way to measure the numerical errors with solving Ax = b,
since multiplying A by a constant changes the determinant. A more standard way to measure
how “badly behaved” a matrix is for solving linear systems is the condition number of an
invertible matrix A, defined to be

κ(A) := ‖A‖2→2

∥∥A−1∥∥
2→2

.

Or, if A is not invertible, we define κ(A) to be infinity.

• Show that if t 6= 0, t ∈ R and if A is a real n× n matrix, then

κ(tA) = κ(A).
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That is, multiplying A by a nonzero number does not change the condition number
of A (unlike the determinant).
• Show that if A,B are real n× n matrices, then

‖AB‖2→2 ≤ ‖A‖2→2 ‖B‖2→2 .

• Show that if A is a real n× n matrix, then

κ(A) ≥ 1.

• When A =

(
17 5
1.7 .5

)
, what does Matlab compute the condition number of A to be?

(You can use the built-in command cond to answer this question.) A large condition
number corresponds to more difficulty in solving Ax = b.
• Suppose we would like to solve Ax = b where b ∈ Rn is given and x ∈ Rn is unknown.

Suppose we compute x0 ∈ Rn as an approximate solution to this equation. Define

r := b− Ax0 = A(x− x0).
Show that ‖x− x0‖ ≤ ‖A−1‖2→2 ‖r‖. Conclude that the relative error satisfies

‖x− x0‖
‖x‖

≤ κ(A)
‖r‖
‖b‖

.

(Assume that x, b 6= 0.) That is, the relative error for x is bounded by the condition
number, multiplied by the relative error for b.

Solution. Since ‖·‖2→2 is a norm, we have ‖tA‖2→2 = t ‖A‖2→2 for any t > 0. Using also
(tA)−1 = t−1A−1, we have

κ(tA) = ‖tA‖2→2

∥∥(tA)−1
∥∥
2→2

= t ‖A‖2→2 t
−1 ∥∥A−1∥∥

2→2
= ‖A‖2→2

∥∥A−1∥∥
2→2

= κ(A).

By its definition,

‖AB‖2→2 = max
x∈Rn : ‖x‖≤1

‖ABx‖ = max
x∈Rn : ‖x‖≤1, Bx 6=0

∥∥∥∥A Bx

‖Bx‖

∥∥∥∥ ‖Bx‖
≤ max

x∈Rn : ‖x‖≤1
max

y∈Rn : ‖y‖≤1
‖Ay‖ ‖Bx‖ =

(
max

y∈Rn : ‖y‖≤1
‖Ay‖

)(
max

x∈Rn : ‖x‖≤1
‖Bx‖

)
= ‖A‖2→2 ‖B‖2→2 .

Combining the previous two items,

κ(A) = ‖A‖2→2

∥∥A−1∥∥
2→2
≥
∥∥AA−1∥∥

2→2
= ‖I‖2→2 = 1.

Matlab computes cond(A) to be about 2× 1018, which is quite large.
Since x− x0 = A−1r, we have by definition of the 2→ 2 norm that

‖x− x0‖ ≤
∥∥A−1∥∥

2→2
‖r‖ .

Since Ax = b, we similarly have ‖b‖ ≤ ‖A‖2→2 ‖x‖. That is,

1

‖x‖
≤ ‖A‖2→2

‖b‖
.

Multiplying by the previous inequality, we get

‖x− x0‖
‖x‖

≤
∥∥A−1∥∥

2→2
‖A‖2→2

‖r‖
‖b‖

= κ(A)
‖r‖
‖b‖

.
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Exercise 7.7. Write a Matlab program that computes the singular value decomposition of
an arbitrary m× n real matrix, without using Matlab’s built-in program for the same task.
(You are allowed to use Matlab’s built in QR decomposition.) Then, apply your program to
the following matrix

A =

(
5 1 −2
1 3 6

)
.

Finally, compare your result with the built-in Matlab function svd.

Solution.

A=[5 1 -2; 1 3 6];

%%% Goal: Output A=UDV, the SVD of A

%%% We first find the spectral decomposition of A^T A

%%% i.e. we write AA^T= UDU^T

[m,n]=size(A);

Ds= A * A' ;

U=eye(m);

for i=1:100

[Q R]=qr(Ds);

Ds=R*Q;

U=U*Q; % updated U, as in Theorem 4.90 in notes

end

%% the output U is the matrix of eigenvectors

%% the output Ds should be (nearly) diagonal

%%%Construct D

D=zeros(m,m);

D((1:m)' *ones(1,m) == ones(1,m)' *(1:m)) = sqrt(diag(Ds));

%%%% Finally, we construct V, by Thm. 4.102 in notes

%%% Apply Gram-Schmidt, i.e. use QR decomp

V=eye(n);

V(1:m, :)= (D^-1)* U' * A;

[X Y]= qr(V');

V=X';

%%%% Finally, check factorization (might be off by -1)

Dz=zeros(m,n);

Dz(1:m,1:m)=D;

U*Dz*V

�

Exercise 7.8. In a previous exercise, we used nonnegative matrix factorization (NMF) to
better understand the matrix from the table below, and we found that we could group the
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different foods into different categories, based on the NMF.

apple banana bell pepper crab broccoli carrot pear shrimp
calories 130 110 25 100 45 30 100 100
sodium 0 0 40 330 80 60 0 240
potassium 260 450 220 300 460 250 190 220
carbohydrates 34 30 6 0 8 7 26 0
vitamin A 2 2 4 0 6 110 0 4
vitamin C 8 15 190 4 220 10 10 4

It turns out that we can use the singular value decomposition of the matrix A to do something
similar. The built-in Matlab function [U S V]=svd(A) produces a singular value decompo-
sition of A of the form A = USV T . The first 3 columns of V should correspond to the 3
largest singular values of A. The first row of V corresponds to apple, the second row of V
corresponds to banana, and so on. We can plot all of the coordinates of V in R3 with the
command

A=[130 110 25 100 45 30 100 100; 0 0 40 330 80 60 0 240;

260 450 220 300 460 250 190 220; 34 30 6 0 8 7 26 0;

2 2 4 0 6 110 0 4; 8 15 190 4 220 10 10 4];

[U S V]=svd(A);

plot3(V(:,1),V(:,2),V(:,3),'ro')

labels={'apple', 'banana', 'bell pepper', 'crab',...

'broccoli', 'carrot', 'pear', 'shrimp'};

text(V(:,1),V(:,2),V(:,3),labels,'VerticalAlignment','bottom', ...

'HorizontalAlignment','right')

xlabel('V column 1');

ylabel('V column 2');

zlabel('V column 3');

In this plot, do the food categories look like they are grouped together in a similar way to
what we found with NMF?

This process of examining a small number of the largest singular values is called Principal
Component Analysis (PCA).

Solution. The food categories are almost the same as before , with carrot, apple and pear
in one group, crab and shrimp in another group, though banana does not seem close to any
particular group. �

Exercise 7.9. The nodes {cos((j+1/2)π/(n+1))}nj=0 were shown to be optimal for interpo-
lation error on [−1, 1]. One might guess that choosing equally spaced points for interpolation
might lead to comparable errors, but this is not the case. Consider the function

f(x) :=
1

1 + 25x2
, ∀x ∈ [−1, 1].

Using Matlab, plot various interpolating polynomials pn of this function on [−1, 1] using
equally spaced nodes. Verify experimentally that ‖f − pn‖∞ does not go to zero as n→∞.
(In fact, these numbers go to infinity!)

Then, plot the interpolating polynomials of f on [−1, 1] using the Chebyshev nodes
{cos(jπ/n)}nj=0. Verify experimentally that limn→∞ ‖f − pn‖∞ = 0.
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Solution.

clear all;

close all;

figure;

hold on;

f=@(x) 1./(1+ 25* x.^2);

x=linspace(-1,1,100);

for n=3:10

a=linspace(-1,1,n+1);

b= f(a);

for j=1:n+1

ac=a(1:(n+1) ~= j);

fp(j,:)= prod((x-ac')./(a(j) - ac'));

%% store f_j as the j^th row in the matrix fp

end

pn = b*fp;

plot(x,pn);

end

plot(x,f(x),'k');

legend('n=3','n=4','n=5','n=6','n=7','n=8','n=9','n=10','original function');

title('equally spaced nodes interpolating the function 1/(1+25x^2)');

We just change the definition of a to use Chebyshev nodes in this program instead.

clear all;

close all;

figure;

hold on;

f=@(x) 1./(1+ 25* x.^2);

x=linspace(-1,1,100);

for n=3:10

a=cos(pi*((0:n)+1/2)/(n+1));

b= f(a);

for j=1:n+1

ac=a(1:(n+1) ~= j);

fp(j,:)= prod((x-ac')./(a(j) - ac'));

%% store f_j as the j^th row in the matrix fp

end

pn = b*fp;

plot(x,pn);

end

plot(x,f(x),'k');

legend('n=3','n=4','n=5','n=6','n=7','n=8','n=9','n=10','original function');

title('chebyshev nodes interpolating the function 1/(1+25x^2)');

�
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8. Homework 8

Exercise 8.1. Let f(x) := e2x for all x ∈ R. Let pn be a polynomial of degree n that
interpolates f on [−1, 1] at the n + 1 roots of the Chebyshev polynomial Tn+1 on [−1, 1].
Find the smallest n such that

|f(x)− pn(x)| < 10−6, ∀x ∈ [−1, 1]

Solution. We have f(x) = e2x, f (n+1)(x) = 2n+1e2x and maxx∈[−1,1]
∣∣f (n+1)(x)

∣∣ = 2n+1e2, so
that

1

2n(n+ 1)!
max
x∈[−1,1]

∣∣f (n+1)(x)
∣∣ = 2e2/(n+ 1)!.

So, we need to find the smallest n such that 2e2/(n+ 1)! < 10−6, i.e. (n+ 1)! > 2e2106. We
find in Matlab that n = 10 works. �

Exercise 8.2. Let h > 0. Let f : [−h, h] → R be continuous. Let p2 be the (unique)
polynomial of degree at most 2 such that

p2(h) = f(h), p2(−h) = f(−h), p2(0) = f(0).

Show that ∫ h

−h
p2(t)dt =

h

3

(
f(h) + f(−h) + 4f(0)

)
.

Solution. From Theorem 5.1 with a0 = −h, a1 = 0, a2 = h, we have

f0(x) =
x

−h
x− h
−h− h

=
1

2
x(x− h)h−2.

f1(x) =
x− h
−h

x+ h

0 + h
= −(x− h)(x+ h)h−2.

f2(x) =
x+ h

h+ h

x

h
=

1

2
x(x+ h)h−2.

p2(x) =
1

2h2

(
x(x− h)f(−h)− 2(x− h)(x+ h)f(0) + x(x+ h)f(h)

)
.∫ h

−h
p2(t)dt =

1

2h2

∫ h

−h

(
x(x− h)f(−h)− 2(x− h)(x+ h)f(0) + x(x+ h)f(h)

)
dx

=
1

2h2

(
[(1/3)x3 − (1/2)hx2]f(−h)− [(2/3)x3 − 2xh2]f(0) + [(1/3)x3 + (1/2)hx2]f(h)

)
|x=hx=−h

=
1

2h2

(
(2/3)h3f(−h)− (4/3)h3f(0) + (2/3)h3f(h)

)
=
h

3

(
f(h) + f(−h) + 4f(0)

)
.

�

Exercise 8.3 (Adaptive Quadrature). The NCM package function quadtx is a simpli-
fied version of Matlab’s built-in integration function quad. (To view the code of quadtx

use the command edit quadtx. Similarly, edit quad should show you the source code for
the function quad.) For example, the command quadtx(@(x)(cos(x))^2,0,4*pi) approx-

imates
∫ 4π

0
(cos(x))2dx. More generally, the program quadtx starts by evaluating the given
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function f : [a, b]→ R with two different Simpson’s rule evaluations (one using three points,
and another using five points, each equally spaced on the interval). (In the code, these two
evaluations are denoted Q1 and Q2.)

If these two different Simpson’s rule evaluations are closer than 10−6 (the default value of

tol), then the program believes it has succeeded in estimating
∫ b
a
f(x)dx. So, the program

outputs a combination of these two Simpson’s rule evaluations, which happens to be a sixth
order Newton-Cotes formula (in the code this is Q2 + (Q2 - Q1)/15).

If these two different Simpson’s rule evaluations are not closer than 10−6, then quadtx

repeats the above Simpson’s rule procedure on a smaller subinterval, and then iterates. This
is done via a recursive call to the function quadtxstep. Note the recursive nature of this
program, since the function quadtxstep calls itself. Also, note that varargin is used often
in quadtx. This command allows a variable number of arguments to be input to a function.

The recursive use of Simpson’s rule can be visualized with the quadgui command, after
clicking “auto.” Function evaluations are depicted as blue dots, and the total number of
function evaluations is displayed at the top of the plot.

• Run the programs quadtx(@(x)x.^3,0,1) and quadgui(@(x)x.^3,0,1). How many

function evaluations are used to estimate
∫ 1

0
x3dx? What is the absolute error of the

estimation?
• Run the programs quadgui(@(x)x.^5,0,1) and quadgui(@(x)x.^5,0,1,10^(-8)).

(Also use quadtx with the same arguments.) In each case, how many function eval-

uations are used to estimate
∫ 1

0
x5dx? What is the absolute error of the estimation?

• Run the program quadtx(@(x)(cos(x)).^2,0,4*pi). How many function evalua-

tions are used to estimate
∫ 4π

0
(cos(x))2dx? What is the absolute error of the estima-

tion? Explain what happened. Does quad(@(x)(cos(x)).^2,0,4*pi) produce the
same output? Explain why or why not.
• Describe a nonnegative function f : [0, 1]→ [0, 1] such that the Matlab built-in com-

mand quad has the same error as in the previous part of this problem. That is, find
f such that the command quad(@(x) f(x),0,1) outputs 1 and has absolute error
at least 10−4.

Solution. Five function evaluations were used to integrate x3.
113 function evaluations were used to integrate x3.
Five function evaluations were used to integrate cos2. The output was 4π, but the exact

answer is∫ 4π

0

cos2(x)dx =

∫ 4π

0

(1/2)(1 + cos(2x))dx = (1/2)[x− (1/2) sin(2x)]x=4π
x=0 = 2π.

So, the absolute error is |4π − 2π| = 2π, which is quite large.
The built in Matlab program quad gives an answer close to 2π. The quadtx function

starts by making two estimates of the integral that are equal to each other, so it stops after
making five function evaluations. On the other hand, the quad function makes two initial
estimates of the integral that are not equal to each other, so it continues to make more
function evaluations than the quadtx program itself.

To make an example that produces a similar error for the quad program, we start by
viewing its code with the edit quad command. The initial evaluation points for the integral
are described by the commands
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h = 0.13579*(b-a);

x = [a a+h a+2*h (a+b)/2 b-2*h b-h b];

Our function will use a = 0 and b = 1. After line 85, the program then evaluates f on
the intervals [a, a+ 2h], [a+ 2h, b− 2h] and [b− 2h, b] using three of the points described by
the vector x. Finally, after line 114, the program, checks the values of f at two points inside
each of these intervals, 1/4 of the length of that interval away from each endpoint. We can
create a problem for the program by finding a function that evaluates to zero for all of these
function evaluations. The following function will suffice.

f=@(x) min( [ (x.^2) ; (x-.13579).^2 ; (x-2*.13579).^2 ; (x-1/2).^2 ...

; (x-(1-2*.13579)).^2 ; (x-(1-.13579)).^2 ; (x-1).^2 ...

; (x- .13579/2).^2 ; (x- (3/2)*.13579).^2 ...

; (x- (1- (3/2)*.13579)).^2 ; (x- (1- (1/2)*.13579)).^2 ...

; (x- (1/2)*(2*.13579 + 1/2)).^2 ; (x- (1/2)*(1 - 2*.13579 + 1/2)).^2 ]);

Then the command quad(f ,0,1) returns 1.19 × 10−33. However,
∫ 1

0
f(x)dx is closer to

10−3, since
∫ 1

0
f(x)dx ≥

∫ .1
0
f(x)dx =

∫ .1
0
x2dx = (1/3)10−3. �

Exercise 8.4.

• Using the textbook program quadtx, try to integrate the function 1
3x−1 from x = 0

to x = 1. Do you get an error? If so, explain why the error happened.
• Find a function f : [0, 1] → [0,∞) such that limx→0+ f(x) = ∞ and with

∫ 1

0
f(x)dx

finite. Can the programs quadtx and quad evaluate your integral with good relative
accuracy?
• Find an interval [a, b] and a function f : [a, b]→ R that exceeds the maximum func-

tion evaluation count (i.e. produces the maximum function count warning) both for

quadtx and quad when trying to estimate
∫ b
a
f(x)dx.

Solution. quadtx runs out of memory when trying to integrate 1/(3x − 1) from x = 0 to
x = 1.

The function f(x) = x−1/2 satisfies
∫ 1

0
f(x)dx = 2x1/2|x=1

x=0 = 2. The quadtx program runs
out of memory, but quad estimates the integral correctly.

The function f : (0, 1)→ R defined by f(x) = 1/x2 exceeds the maximum function count
for quad and it also runs out of memory for quadtx. �

Exercise 8.5. Recall that we defined U0, U1, . . . to be the Chebyshev polynomials of the

second kind, where Un(x) := sin((n+1) cos−1 x)
sin cos−1 x

for any x ∈ (−1, 1).

• Show that U0, U1, . . . satisfy the recursion

Un+1(x) = 2xUn(x)− Un−1(x), ∀n ≥ 1, ∀x ∈ (−1, 1),

where U0(x) = 1 and U1(x) = 2x.
• Show that

d

dx
Tn(x) = nUn−1(x), ∀n ≥ 1, ∀x ∈ (−1, 1),

where T0, T1, . . . are the Chebyshev polynomials (of the first kind).

Solution. Let θ ∈ [0, π]. From the sine addition formula, we have

sin(n+ 1)θ = cos θ sinnθ + sin θ cosnθ,
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sin(n− 1)θ = cos θ sinnθ − sin θ cosnθ,

Adding these and rearranging,

sin(n+ 1)θ = 2 cos θ sinnθ − sin(n− 1)θ. (‡)
Let x ∈ [−1, 1] and let θ := cos−1 x, so that x = cos θ. Let n ≥ 1. Using the definition of
Un, after dividing by sin cos−1 x we rewrite (‡) as

Un+1(x) = 2xUn(x)− Un−1(x), ∀x ∈ [−1, 1].

Lastly, using that (cos−1)′(x) = −1/ sin(cos−1 x)

d

dx
Tn(x) =

d

dx
cos(n cos−1 x) = − sin(n cos−1(x))n

d

dx
cos−1(x)− sin(n cos−1 x)

sin cos−1 x
= Un−1(x).

�

Exercise 8.6. It is known that

π =

∫ 1

−1

2

1 + x2
dx.

(You can compute this integral using (d/dx) tan−1(x) = 1/(1 + x2).)

• In Matlab, program your own trapezoid rule to estimate the integral
∫ 1

−1
2

1+x2
dx. Plot

the relative error of the integral estimate versus the number n of points used in the
trapezoid rule. Do you see any evidence of numerical errors? (You might need to
take n to be quite large, e.g. around 30, 000.)

• Use quadtx to estimate
∫ 1

−1
2

1+x2
dx. Make a table recording the integral estimates

for various tolerance values, including the estimated integral value Q, the function
evaluate count fcount, and the relative error. (For example, consider tolerances of
the form 10−k where k ∈ {1, 2, 3, . . . , 12}.) The first two rows of the table might look
like this:

tol Q fcount Relative Error

********************************************************

1e-001 3.14211764705882 9 1.671e-004

1e-002 3.14211764705882 9 1.671e-004

Does the relative error decrease as the tolerance decreases?

Solution.

f=@(x) 2./(1+ x.^2);

numpts=30000;

for n= 1:numpts;

xp=linspace(-1,1,n);

trap(n)=(2/n)*(1/2)*(sum(f(xp)) + sum(f(xp(2:end-1))));

end

plot(1:numpts, abs(trap-pi)/pi);

axis([1,numpts,0,10^-3]);

xlabel('number of points n');

ylabel('relative error');

title('relative error, trapezoid rule, from -1 to 1 of 2/(1+x^2)')
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No, we do not observe any numerical errors.

fprintf(' tol Q fcount Relative Error\n');

fprintf('********************************************************\n');

f=@(x) 2./(1+ x.^2);

for k=1:12

[txout(k), fcount(k)] = quadtx(f,-1,1,10^-k);

fprintf('%.3e %.15g %4d %.3e\n',10^-k,txout(k),fcount(k),abs(txout(k)-pi)/pi);

end

We get the following output

tol Q fcount Relative Error

********************************************************

1.000e-01 3.14211764705882 9 1.671e-04

1.000e-02 3.14211764705882 9 1.671e-04

1.000e-03 3.14159409412589 17 4.585e-07

1.000e-04 3.14159266114256 33 2.404e-09

1.000e-05 3.14159271465023 41 1.944e-08

1.000e-06 3.14159265370804 65 3.764e-11

1.000e-07 3.14159265381126 113 7.050e-11

1.000e-08 3.14159265360347 153 4.354e-12

1.000e-09 3.14159265359232 249 8.055e-13

1.000e-10 3.14159265358986 449 2.092e-14

1.000e-11 3.14159265358981 585 6.785e-15

1.000e-12 3.14159265358979 1009 0.000e+00

The relative error decreases with the tolerance, except when k = 5 and k = 7. �

Exercise 8.7 (Optional). Read some more about Shamir’s Secret Sharing, as we discussed
in class.

9. Homework 9

Exercise 9.1. For any x ∈ (−1, 1), let w(x) := 1/
√

1− x2. Let Pn be the set of polynomials
of degree at most n on [−1, 1].

• Show that the Chebyshev polynomials T0, . . . , Tn are a w-orthogonal basis of Pn.
• Give an explicit formula for the nodes of the Gaussian quadrature that uses n + 1

nodes and this w.

Solution. Let 0 ≤ j < k ≤ n. Then We have∫ 1

−1
Tj(x)Tk(x)w(x)dx =

∫ 1

−1
cos(j cos−1(x)) cos(k cos−1(x))

1√
1− x2

dx

= −
∫ 0

π

cos(jθ) cos(kθ)
sin(θ)

sin(θ)
dθ, substitutingx = cos(θ)

=

∫ π

0

cos(jθ) cos(kθ)dθ = 0.

To get the last equality, let θ ∈ [0, π]. From the cosine addition formula, we have

cos(j + k)θ = cos jθ cos kθ − sin jθ sin kθ,
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cos(j − k)θ = cos jθ cos kθ + sin jθ sin kθ.

Adding these and rearranging,

2 cos jθ cos kθ = cos(j + k)θ + cos(j − k)θ.

So j 6= k implies the integral of this quantity is zero. Finally, since Tj has degree equal to j,
T0, . . . , Tn are a basis of Pn.

The nodes are the zeros of Tn+1, i.e. aj = cos((j + 1/2)π/(n+ 1)) for all 0 ≤ j ≤ n. �

Exercise 9.2. This exercise investigates Matlab’s standard routine for evaluating double
integrals. We are particularly interested in computational time. Suppose we integrate the
function

f(x, y) =
√

1− (x2 + y2)

over the unit disc {(x, y) ∈ R2 : x2 + y2 ≤ 1} for decreasing tolerances with the following
program.

fprintf(' tol estimated Q relerror Computation Time (s)\n')

fprintf('*************************************************\n');

for k=1:12

tol=10^(-k); %selected tolerance

tic; %this command starts a timer

Q=dblquad(@(x,y) (sqrt(1-(x.^2+y.^2))).*(x.^2+y.^2<=1),-1,1,-1,1,tol);

comptime=toc; % 'toc' records the time elapsed since 'tic'

actual = (2/3)*pi; % actual value of the integral

relerror=abs(Q-actual)/actual;

fprintf('%8.0e %21.14f %3.2e %7.3f\n', ...

tol,Q,relerror,comptime);

end

• How does the computation time vary with the tolerance?
• Now, modify this program to integrate the function

g(x, y) = 1 +
√

1− (x2 + y2).

over the unit disc {(x, y) ∈ R2 : x2 + y2 ≤ 1}. How does the computation time vary
with the tolerance? If you observe long computation times, try to explain why they
have occurred.

Solution. Computation time increase a bit with tolerance. However, in the second part of
the problem, computation time increases by a lot. The issue is that the function g that is
actually being integrated (i.e. integrating g inside the unit disk and integrating zero outside
the unit disk) is discontinuous on the unit circle. So, the program needs to make a lot of
function evaluations to deal with this discontinuity, resulting in long computation times.

�

Exercise 9.3. Estimate the integral ∫ 1

0

cos(x)√
x− x2

dx.
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Use whatever built in Matlab functions you want to use (more is perhaps better than less).
Do your best to justify what the correct answer is.

(Hint: consider making the substitution s = 2x− 1 and then s = cos θ.)

Solution. Using the substitution s = 2x− 1 with ds = 2dx and x = (s+ 1)/2 and x− x2 =
(1/4)(1− s2) ∫ 1

0

cos(x)√
x− x2

dx =

∫ 1

−1

cos((s+ 1)/2)

(1/2
√

1− s2)
ds.

Then using the substitution s = cos θ, with ds = − sin θdθ,∫ 1

0

cos(x)√
x− x2

dx = −
∫ 0

π

cos((cos θ + 1)/2)

(1/2 sin θ)
sin θdθ =

∫ π

0

cos(cos(θ) + 1/2)dθ.

We therefore can now estimate the integral using e.g. quad(@(t) cos(cos(t) + 1/2), 0,pi),
evaluating to approximately 2.11. �

Exercise 9.4. Consider the following initial value problem.
y′′(t) = −y(t) ∀ t ≥ 0

y′(0) = 1

y(0) = 0

.

Verify that y(t) = sin(t) solves this problem.

We can write the differential equation in our usual form by defining z(t) :=

(
y′(t)
y(t)

)
∈ R2

for all t ≥ 0. We can then rewrite the initial value problem as

z′(t) = Az(t), ∀ t ≥ 0, z(0) =

(
1
0

)
.

where A =

(
0 −1
1 0

)
.

Use the approximation z′(t) ≈ [z(t + h) − z(t)]/h to approximately solve the differential
equation in Matlab, i.e. use Euler’s method to write

z(t+ h)− z(t) ≈ hAz(t).

In this approximate solution, use h = 10−k for k = 1, . . . , 5, and compute the relative error
of y((100 + 1/2)π) as a function of h.

Solution.

fprintf(' h relerror \n')

fprintf('*************************************************\n');

for k=1:5

A=[0 -1; 1 0];

h=10^(-k); % compute z(100.5pi), i.e. need n=(1/h)*100.5*pi

z=[1;0];

% z(t+h)~ z(t)+h*A*z(t)

for n=1:floor((1/h)*100.5*pi)

z=z+h*A*z;

end
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relerror=abs(z(2)-1); % y(100.5pi) should be 1

fprintf('%8.0e %3.2e \n',h,relerror);

end

We observe that the relative error is roughly a constant times h. �

Exercise 9.5. Consider the following initial value problem

y′(t) =
√
|t|, ∀ t ∈ [−2, 2], y(−2) = −1.

• Verify that there is a solution to this initial value problem of the form

f(x) =

{
2
√
−xx
3

+ c , if x < 0
2x3/2

3
+ c , if x ≥ 0.

Moreover, find the correct value of c.
• Using Matlab, compute a numerical solution of this initial value problem with Euler’s

method and different step sizes h, on the interval [−2, 2].
• Should you be concerned with your results from Euler’s method? For what value of
t is the absolute error the highest? Näıvely, one might measure the error of Euler’s
method, by just examining the final endpoint of the interval y(2), and comparing the
computed value with the exact value. Is this sensible in this example?

t0=-2; % initial time

y0=-1; %initial value

f=@(x) sqrt(abs(x));

h=10^(-1);

tfinal= 2; % time end

t=t0 : h : tfinal;

y=[y0,zeros(1,length(t)-1)];

for i=2:length(t) %do Euler's method

y(i)=y(i-1)+h*f(t(i-1));

end

%post processing

negte=max(find(t<=0)); %end of first piece of function

posts=min(find(t>=0)); %start of second piece

%display actual solutions next to calculated ones: c=-1+((4*sqrt(2))/3);

negtfcn=@(t) ((2/3)*(sqrt(-t).*t))-1+((4*sqrt(2))/3);

postfcn=@(t) ((2/3)*t.^(3/2))-1+((4*sqrt(2))/3);

fp= @(t) negtfcn(t) .*(t<=0) + postfcn(t) .*(t>0);

figure;

subplot(2,1,1);

plot(t,y,'r-',t, fp(t),'b-');

legend('Euler''s Method Approx','Actual Solution','Location','NorthWest');

usetitle=strcat('Diffeq x''=sqrt(abs(x)), h=',num2str(h));
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title(usetitle);

subplot(2,1,2);

plot(t,abs(y-f(t)),'b-');

%1. high relative error!!!!!

%2. varying levels of error, i.e. error is eliminated at the end almost

title('Absolute Error');

Euler’s method produces a large error near t = 0, so measuring the error at the endpoint is
not the best idea.

Exercise 9.6. This exercise begins by investigating some solutions of the Lorentz equations
which are defined for y : R→ R3 by

y′(t) = A(t)y(t)

y(t) =

y1(t)y2(t)
y3(t)

 where A(t) =

 −β 0 y2(t)
0 −σ σ

−y2(t) ρ −1.


Here σ = 10, β = 8

3
, and we vary the value of ρ. (Since A depends on y2(t), the differential

equation y′ = Ay is nonlinear, leading to some interesting behavior.) Solutions of this
system display various periodicities that give the appearance of a particle orbiting around
two different points. These two points are called attractors. Since the behavior of the
solution seems rather unpredictable, the solution y is called chaotic. In our investigation,
the initial value of y is started near one of the two attractors, i.e. with η = +

√
β(ρ− 1)

there is an attractor at the point r1 = (ρ − 1, η, η) ∈ R3 and we start at the initial value
r1 + (0, 0, 3) ∈ R3.

• In varying our parameter ρ, using the program lorenzgui, check the values of ρ
which produce non-chaotic orbits. Then, we label the periodicity of the orbits with
a series of pluses and minuses, where a plus denotes a circuit around one attractor
and a minus denotes a circuit around the other attractor.

For example, if the solution y goes around attractor one, then attractor two, then
one, then two, etc. label this periodicity as +−.
• Run the Matlab demo function orbitode which demonstrates the use of events in

an ODE solver. This solution of this problem gives the orbit of a small body around
two larger bodies. (Think for example about a spacecraft’s orbit under the influence
of the Earth and moon’s gravity.) What roles to the variables te, ye, y, ie play in
the program?
• Mimic the program orbitode and implement an event function in the Lorenz prob-

lem. Using this event function, find the periods of the periodic orbits which occur for
different ρ values. That is, for a given ρ value, find the smallest nonzero time T such
that y(t + T ) = y(t). (This equality will probably not hold exactly, so you should
probably check for the smallest nonzero time T such that |y(t+ T )− y(t)| < 10−6

for all larger t, or using some other small number other than 10−6).
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ρ value Orbit
99.65 + - - + - -
100.5 + + -
160 + + - -
350 + -

For this program we observe some suppressed internal output from the event function within
orbitode:

te ye ie
0.0000 1.2000 -0.0000 -0.0000 -1.0494 1
3.0953 -1.2616 -0.0012 -0.0005 1.0485 2
6.1933 1.1989 0.0000 -0.0047 -1.0480 1

By observing the other outputs of the function (not shown) we conclude that te gives the
time values when the orbit of the small body passes in the same direction as its initial orbit
(i.e. vertically), that ye gives the y values of those times, and that ie is a code for the
direction of the orbit, i.e. 1 implies going in one direction vertically and 2 implies going in
the opposite direction vertically, at those times specified by te.

function [te,ye,ie]=mylorenzgui(rho,tlast,reltol)

%MYLORENZGUI

% This isnt really a gui, I just didnt change the name. So we have the

% Lorenz equations, and we want to see the periods of certain orbits for

% different values of rho (with sigma and beta defined below). Since it

% seems like a unique point exists on a periodic orbit which minimizes

% the distance to our initial point y0, we make an event function which

% tracks the time at which the distance of our orbit to the initial point

% y0 is minimized. Then, if we take the time interval between each time

% point where the minimum distance is reached, this should be the period

% of the orbit.

%

% rho= rho value in the lorentz equations

% tlast= length of time to which the solution is calculated

% reltol= relative tolerance of solution (this will need to be tweaked in

% some cases so that the event is detected correctly)

%

% te= time of event, i.e. the points of time at which our event occurs.

% in our case, the event is crossing over our point of minimum

% distance from our starting point

% ye= coordinate values of event

% ie= number of event (1 here for min, 2 for max)

%

% e.g. te=mylorenzgui(160,10,1e-9)

% should give us our desired results, and then diff(te) should give

% several instance of the time of the period.
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%

% NOTE: one should know ahead of time that the given rho value produces a

% non-chaotic orbit, or this function wont really tell you anything

% The differential equation is ydot = A(y)*y

% With this value of eta, A is singular.

% The eta's in A will be replaced by y(2) during the integration.

sigma = 10;

beta = 8/3;

eta = sqrt(beta*(rho-1));

A = [ -beta 0 eta

0 -sigma sigma

-eta rho -1 ];

% The critical points are the null vectors of A.

% The initial value of y(t) is near one of the critical points.

yc = [rho-1; eta; eta];

y0 = yc + [0; 0; 3]; %initial point

% Integrate until tlast, set relative tolerance, use event function

tspan = [0 tlast];

opts = odeset('reltol',reltol,'refine',4,'Events',@events);

[t,y,te,ye,ie]= ode45(@lorenzeqn, tspan, y0, opts);

%post processing

fprintf('Time Differences for Minimum Values\r');

display(diff(te(ie==1)));

fprintf('\r');

fprintf('Time Differences for Maximum Values\r');

display(diff(te(ie==2)));

%+--------------

function [value,isterminal,direction] = events(t,y)

% Event function -- y0 shared with the outer function.

% Locate each time when the orbit moves close to the initial point.

%

% y0 is shared with outer function

% A is shared with the outer function

%

% current distance squared to the initial point is

%
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% (f(y1,y2,y3)) = (y1(t)-y0(1))^2 +(y2(t)-y0(2))^2 +(y3(t)-y0(3))^2

% = sum((y(1:3)-y0(1:3)).^(2))

%

% A local minimum occurs when df/dt=0. From the chain rule we have

%

% df/dt=(df/dy1)(dy1/dt)+(df/dy2)(dy2/dt)+(df/dy3)(dy3/dt)

% =2(y1-y0(1))(dy1/dt)+2(y2-y0(2))(dy2/dt)+2(y3-y0(3))(dy3/dt)

% =sum((y(1:3)-y0(1:3)).*(2*A*y))

y0new=y0+[0;0;30];

dfdt=sum((y(1:3)-y0new(1:3)).*(2*A*y)); %function to minimize

value = [dfdt;dfdt];

isterminal = [0;0]; % do not stop at either critical value

direction = [1;-1]; % [local minimum,local maximum]

end

% ----------------

% ------------------------------

function ydot = lorenzeqn(t,y,A)

%LORENZEQN Equation of the Lorenz chaotic attractor.

% ydot = lorenzeqn(t,y,A).

% The differential equation is written in almost linear form.

% ydot = A*y

% where

% A = [ -beta 0 y(2)

% 0 -sigma sigma

% -y(2) rho -1 ];

A(1,3) = y(2);

A(3,1) = -y(2);

ydot = A*y;

end

end

ρ value Orbit Approx. Period Length reltol Used
99.65 + - - + - - .3873 1e-8
100.5 + + - .3857 1e-8
160 + + - - .3051 1e-9
350 + - .2059 1e-6
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10. Homework 10

Exercise 10.1. This exercise investigates the numerical solutions of the following systems
of equations which appears in mathematical ecology as a predator prey system:

dr

dt
= 2r − αrf

df

dt
= −f + αrf

where r(0) = r0, f(0) = f0, t is time, r(t) is the number of rabbits, f(t) is the number of
foxes, and α is a positive constant. This system has no known analytical solution, but it is
known that the solutions for r and f are periodic, with the same period.

Use the following code if you wish.

function [t,y]=predpreymod(alpha,rstart,fstart,tstop,tolpick)

%Volterrra-Lotka predator prey model

%alpha is parameter in the eqn

%

% the eqn is of the form

% [r';f']=A*[r;f]

%

% alpha= parameter in the differential equations

% rstart= starting population of rabbits

% fstart= starting population of foxes

% tstop= time at which to stop the calculation

% tolpick= relative tolerance chosen to give the calculator

%

% e.g. predpreymod(1,10,5,10,1.e-6)

y0=[rstart;fstart]; %initial cond

tspan=[0,tstop]; %span of time

opts=odeset('reltol',tolpick,'outputfcn',@odephas2,'events',@events);

F=@(t,y) [2*y(1)-alpha*y(2)*y(1); alpha*y(1)*y(2)-y(2)]; %defining eqn

[t,y,te,ye,ie]=ode23(F,tspan,[rstart; fstart],opts); %solve the eqn

%add title to phase plot created by matlab

usetitle=strcat('Original LV Phase Plane Plot alpha=',num2str(alpha), ...

'--period~',num2str(mode(diff(te))), ...

'--r_0:',num2str(rstart), ...

'--f_0:',num2str(fstart));

title(usetitle);

xlabel('Rabbit Population');

ylabel('Fox Population');

%post processing

figure;
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plot(t,y(:,1),'r-',t,y(:,2),'b-');

legend('Rabbit Population','Fox Population','Location','Northwest');

xlabel('Time');

ylabel('Population');

usetitle=strcat('Original LV Pred Prey Model alpha=',num2str(alpha), ...

'--period~',num2str(mode(diff(te))), ...

'--r_0:',num2str(rstart), ...

'--f_0:',num2str(fstart));

title(usetitle);

function [value,isterminal,direction]=events(t,y)

%determine the period by tracking the min/max points of either of the

%curves

ydot=F(t,y);

value=ydot(1); %track the change in the rabbit population

isterminal=0; %do not stop at critical values

direction=1; %track local minima

end

end

• Compute some solutions for different values of r0, f0 and α.
• You might observe some periodicity behavior in these plots. To examine this behavior,

consider a particular substitution. Note that (r, f) = ( 1
α
, 2
α

) is a stable equilibrium
point (i.e. when r, f take these values at one time, they take these values at all future
times, since r′(t) = f ′(t) = 0 in this case). With this in mind, we adjust our functions
by this value as follows. For any t ∈ R, define

u(t) := r(t)− 1

α

v(t) := f(t)− 2

α

Then we have u′ = r′, v′ = f ′ and ignoring the uv terms in our equations, derive the
approximations

u′ ≈ −v, v′ ≈ 2u.

u′ = r′ = 2r − αrf = 2(u+
1

α
)− α(u+

1

α
)(v +

2

α
)

= 2u+
2

α
− αuv − α(

1

α
(v + 2u))− α(

2

α2
)

= 2u− αuv − v − 2u = −αuv − v
≈ −v
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v′ = f ′ = −f + αrf = −(v +
2

α
) + α(u+

1

α
)(v +

2

α
)

= −v − 2

α
+ αuv + α(

1

α
(v + 2u)) + α(

2

α2
)

= −v + αuv + v + 2u = 2u+ αuv

≈ 2u

Taken together these equations yield

v′′ ≈ 2u′ ≈ −2v.

The equation v′′ = −2v is exactly the equation for a harmonic oscillator (notice if we
solve for v we necessarily solve for u). For instance, an analytic solution is

v = A cos(
√

2t+ φ)

where v has period
√

2π ≈ 4.44288. In fact, all solutions will have such a period,
and indeed, this is almost exactly the period observed for our third example above.
Therefore, these manipulations give a valid analysis of the original system, where we
observe oscillatory phenomena. Moreover, from this formal analysis, we can trust the
solutions produced by the computer, and not have to worry that they are an artifact.
• Now investigate solutions to a system which is a modification of our previous equa-

tions
dr

dt
= 2

(
1− r

R

)
− αrf

df

dt
= −f + αrf

where we are in the same situation as before except now R is a constant, and R
essentially represents the maximum allowable population of rabbits. Compare the
solutions of this equation to solutions of our previous equation under similar condi-
tions.

Now the code is basically the same as before, just now we use F defined by

%F=@(t,y) [2*(1-y(1)/100)-alpha*y(1)*y(2);alpha*y(1)*y(2)-y(2)];

We observe that the modified model eventually reaches an equilibrium of populations
(i.e. r and f seem to converge to constants as times becomes large), in contrast to
the original model’s periodic behavior.

Exercise 10.2. We now investigate solutions to equations which describe the flight of a
projectile with wind. In this case, we model a cannonball shot from the origin in the direction
of the positive x-axis. We also treat the x-axis as the ground, so we consider the flight of
the projectile done when the projectile hits the ground. The equations are as follows

x′ = v cos(θ), y′ = v sin(θ)

θ′ = −g
v

cos(θ), v′ = −D
m
− g sin(θ)

where θ is the angle that the velocity vector makes with the x-axis, x and y are the usual
spacial coordinates, v the speed and D is a function of time representing the drag with

D(t) =
cρs

2

(
(x′ − w(t))2 + (y′)2

)
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where w(t) is also a function of time representing the wind, c = .2 is the drag coefficient,
ρ = 1.29 kg/m3 is the density of the air, and s = .25m2 is the projectile’s cross-sectional
area. Also, in the above equations we have v0 = 50 m/s the initial speed, m = 15 kg the
weight of the cannonball and g = 9.81m/s2 acceleration due to gravity.

• Plot a range of different initial angles for trajectories on one plot, where one plot
corresponds to one wind function. Then, report the attributes of the trajectory of
maximal distance, with its angle in degrees noted. When making these plots, consider
the following four wind functions
(1) w(t) = 0.
(2) w(t) = −10.
(3) w(t) = 10 if btc is even, and zero otherwise.
(4) w(t) is a Gaussian random variable with mean 0, standard deviation 10.

In Matlab, item (3) is 10*(\sim mod(floor(t),2))*(t >= 0), and item (4) is
10*randn The code is next, and the results follow the code. For each wind func-
tion, we essentially run our cannonshot function 17 times (once for each projectile
calculation) and then combine the results in the parent function.

We use the commands cannonshots(@(t) 0,10^-5), cannonshots(@(t) -10,10^-5),
cannonshots(@(t) 10*(mod(floor(t),2)==0),10^-5), and cannonshots(@(t) 10*randn,10^-5)

function cannonshots(w,reltol)

%does the cannonshot problem with a range of initial phi values

% w is a function handle, describing the wind

% reltol defines the desired relative tolerance

%

% within the program, the vectors are of the form

% [x; y; phi; v]

% where x,y are the usual spatial coordinates, phi is the angle the

% velocity vector makes with the x-axis, and v is the speed

%

% e.g. cannonshots(@(t) t.^(2),1.e-6)

phirange=[1:17]*(pi/36); %range of initial angles

maxdist=0; %maximum projectile distance over all angles

figure; hold on;

for i=1:17 %do 17 cannon shots

[ttemp,ytemp]=cannonshot(w,reltol,phirange(i));

distcheck=ytemp(end,1); %distance traveled of projectile

plot(ytemp(:,1),ytemp(:,2),'b-'); %plot projectile

%track the longest projectile distance and save the information on it

if distcheck>=maxdist

maxdist=distcheck;

maxangle=i*(pi/36);

flighttime=ttemp(end); %total flight time

distance=ytemp(end,1); %distance traveled of projectile
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impactv=ytemp(end,4); %impact velocity

steps=length(ttemp)-1; %number of steps in computation

xkeep=ytemp(:,1); %save this trajectory in xkeep,ykeep

ykeep=ytemp(:,2);

end

end

%post processing

%re-plot the longest trajectory in red

plot(xkeep,ykeep,'r-');

usetitle=strcat('w:',func2str(w),'--theta:',num2str(maxangle*(180/pi)), ...

'--flight:',num2str(flighttime), ...

'--dist:',num2str(distance), ...

'--vel:',num2str(impactv), ...

'--steps:',num2str(steps));

title(usetitle);

%+-----------------------------

function [t,y]=cannonshot(w, reltol, initphi)

%model of projectile of a cannonball with wind

%

% w is a function handle, describing the wind

% reltol defines the desired relative tolerance

%initphi= initial angle of projectile wrt the x-axis

%

% the Matlab y vector is of the form [x;y;phi;v]

% i.e. y(1) is the x-coordinate of the projectile

% y(2) is the y-coordinate of the projectile

% y(3) is the velocity angle phi

% y(4) is the speed of the projectile

%

% e.g. cannonshot(@(t) 10, 10^(-6), pi/4)

% is valid syntax to call this function

c=.2; %drag coefficient

rho=1.29; %air density

s=.25; %cross-sectional area of projectile

g=9.81; %acceleration due to gravity

m=15; %mass of the cannon ball

initv=50; %initial speed of ball

y0=[0;0;initphi;initv]; %initial conditions

tspan = [0 inf]; %integrate until we hit the ground

opts = odeset('reltol',reltol,'refine',4, ...
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'events',@events);

[t,y]= ode45(@projecteqn, tspan, y0, opts);

%+-----------------------

function ydot=projecteqn(t,y)

%defines the derivatives of y, according to the problem

ydot=zeros(4,1);

ydot(1)=y(4)*cos(y(3));

ydot(2)=y(4)*sin(y(3));

ydot(3)=-(g/y(4))*cos(y(3));

d=((c*rho*s)/2)*(((ydot(1)-w(t)).^2)+ydot(2).^2); %D eqn

ydot(4)=-(d/m)-g*sin(y(3));

end

%+-----------------------

function [value,isterminal,direction]=events(t,y)

%stops integration when the cannon ball hits the ground i.e. when it

%passes through the x-axis, i.e. when y(2) takes the value 0

value=y(2); %when y(2)=0, the ODE solver will stop

isterminal=1; %stop at the critical value

direction=-1; %specifically, stop when the trajectory crosses

%the x-axis heading downwards

end

end

end

• In each plot, report (in the following order) information for the maximal projectile:
the function w, the initial angle of flight in degrees, the flight time, the distance of
the projectile, the impact speed (keeping in mind an initial speed of 50m/s), and the
number of steps taken by the solver in making the calculation. Choose a relative
tolerance of 1.e−6 in all of our trials so that we are able to compare the performance
of the calculations under each of the wind functions.
• Which wind function requires the most computation time?

The fourth wind condition clearly requires the most computational effort. This probably
occurs since the derivative of the velocity of the projectile is varying wildly, and the integrator
wants to use a high number of steps at a very small size to reduce the desired relative error
estimate.

Exercise 10.3. In a previous exercise, we used the command orbitode to investigate the
motion of a small body subject to two gravitational forces. The code below solves this
equation similar to orbitode. In the code below, the motion of the body is governed by
its interaction with a nearby planet and a sun that is essentially infinitely far away (on the
negative x-axis).
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Run the code below, and try different values of tspan such as tspan=[0 100]. Also, try
different Matlab ODE solvers such as ode45 and stiff solvers such as ode23s and ode15s.
Which solver seems to do the best? For example, does the solution for one solver have some
type of qualitative behavior that suggests the solution is not at all accurate?

function planetaryode

tspan = [0 30];

y0 = [.994 0 0 -2.00158510637908252240537862224];

[t,y] = ode23(@(t,y) myode(t,y), tspan, y0);

plot(y(:,1),y(:,2));

end

function dydt = myode(t,y)

mu=.012277471;

d(1) = ((y(1) + mu).^2 + (y(2)).^2 ).^(3/2);

d(2) = ((y(1) -(1-mu)).^2 + (y(2)).^2 ).^(3/2);

dydt = zeros(4,1);

dydt(1) = y(3);

dydt(2) = y(4);

dydt(3)= y(1)+2*y(4)- (1-mu)* (y(1)+mu)./d(1) -mu *(y(1)- (1-mu))./ d(2);

dydt(4)= y(2)-2*y(3)- (1-mu)* (y(2))./d(1) -mu *(y(2))./ d(2);

end

Exercise 10.4. We investigate solutions of the differential equation

y′(t) = −1000(y(t)− sin(t)) + cos(t), ∀ t > 0, y(0) = 1.

Using Matlab’s equation solver find the exact solution. For example, the syntax for solving
y′(t) = ty(t), y(0) = 2 would be

syms y(t)

dsolve(diff(y(t),t)==t*y(t) , y(0)==2)

Compare the performance of the textbook function ode23tx to Matlab’s stiff solver ode23s.
How does each method perform?

Denote g(t) := sin(t), λ := 1000, and consider the following rewritten version of the
differential equation (without the initial condition):

y′(t) = −λ(y(t)− g(t)) + g′(t)

If we introduce the variable z(t) = y(t)− g(t) we then have

λz(t) = z′(t)

and if we look at our exact solution when y(0) = 1, we see that z kind of measures the distance
between some general solution and the “attracting” solution y(t) = sin(t). Therefore, since
we have λ = 1000 in this case, we see that this distance to the attracting solution changes
very rapidly. This is exactly why our problem is stiff. Solutions move towards sin(t) at
roughly 1000 times their distance from it. This is much faster than the “stable” solution
y(t) = sin(t) varies (all its derivatives are bounded by 1). Therefore, we have an analytical
explanation of exactly why the problem is stiff.
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The exact solution is found by

syms y(t)

dsolve(diff(y(t),t)==-1000*(y(t) - sin(t)) + cos(t) , y(0)==1)

and we obtain
y(t) = sin(t) + e−1000t, ∀ t ≥ 0.

y0=1; %initial cond

tspan=[0,1]; %span of time

%try two different tolerances 1e-3,1e-8

opts=odeset('reltol',1e-3);

F=@(t,y) -1000*(y-sin(t))+cos(t);

[t1,y1]=ode23tx(F,tspan,y0,opts);

[t2,y2]=ode23s(F,tspan,y0,opts);

%post processing

figure;

plot(t1,y1,'r.',t2,y2,'bo');

legend('Textbook Solver','Matlab Stiff Solver','Location','North');

xlabel('Time');

ylabel('y-variable');

usetitle=strcat('Txtbk vs Matlab Stiff Solvers----Txtbk steps=', ...

num2str(length(y1)-1), ...

'----Matlab Stiff steps:',num2str(length(y2)-1));

title(usetitle);

As we can see, the stiff solver uses almost 8 times less steps under the moderate error toler-
ance we demand. If we increase the error tolerance, the methods both become comparable.
However, in this case the difference is striking, especially if we zoom in on the solver’s behav-
ior near the large derivative values. When the function varies greatly, both methods sample
a high amount of points, but when the function varies slowly, the stiff solver samples much
less, as shown by the plots.

Exercise 10.5. Consider the following system of equations

y′1(t) = −1000y1(t) + y2(t), y′2(t) = 999y1(t)− 2y2(t).

y1(0) = 1, y2(0) = 0.

(a) Using Matlab, solve this equation exactly. Describe the behavior of y1, y2 and y1/y2
as t→∞.

syms y1(t) y2(t)

dsolve(diff([y1(t), y2(t)],t)== [-1000*y1(t)+y2(t), 999*y1(t)-2*y2(t)], ...

y1(0)== 1, y2(0)==0)

Obtains the followin output

y1(t) =
999

1000
e−1001t +

1

1000
e−t

y2(t) = − 999

1000
e−1001t +

999

1000
e−t
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which makes it clear that y1 and y2 tend to 0 as t goes to infinity. However, y1 decays
much more rapidly, since the first term in each sum becomes quickly negligible, but
the second terms are less negligible. Therefore, y2 will be roughly 999 times as large
as y1 for modestly large t.

(b) Solve the system using Euler’s and backwards Euler’s methods up to the time T = 10.
In both cases find (approximately) the largest h which produces an absolute error
ET at time T where ET < 10−5 (this absolute error is the maximum of the errors of
the two variables y1(T ) and y2(T )).

ErrorCheck=1;

h=.2;

T=10;

%continue loop until error bound becomes less than 10^(-5)

while(isinf(ErrorCheck) | isnan(ErrorCheck) | ErrorCheck>=10^(-5))

h=h-.00001;

numsteps=ceil(T/h);

%set initial conditions

x1n=1; x2n=0;

%initiate loop for Euler's method

for i=1:numsteps

x1np=x1n+h*(-1000*x1n+x2n); %defining eqns

x2np=x2n+h*(999*x1n-2*x2n);

x1n=x1np;

x2n=x2np;

end

%update errorcheck

ErrorCheck=max(abs(((999/1000)*exp(-1001*T)+(1/1000)*exp(-T))-x1np), ...

abs(((-999/1000)*exp(-1001*T)+(999/1000)*exp(-T))-x2np));

end

fprintf('Error Sufficient for h=%6d\r',h);

%post processing

fprintf('*********************************************************\r');

fprintf('h | y1 | y2 || Rel Err of: x1 x2\r');

fprintf('*********************************************************\r');

fprintf('%3g %5g %5g %8.5d %8.5d\r',h,x1np,x2np,...

abs(((999/1000)*exp(-1001*T)+(1/1000)*exp(-T))-x1np), ...

abs(((-999/1000)*exp(-1001*T)+(999/1000)*exp(-T))-x2np));

fprintf('*********************************************************\r');

Now for backwards Euler’s means, we have to solve the following equations for func-
tion values at time t+ h:

y1(t+ h) = y1(t) + h(−1000y1(t+ h) + y2(t+ h))
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y2(t+ h) = y2(t) + h(999y1(t+ h)− 2y2(t+ h))

rearranging a bit gives

(1 + 1000h)y1(t+ h)− hy2(t+ h) = y1(t)

(1 + 2h)y2(t+ h)− 999hy1(t+ h) = y2(t)

Solving for y1(t+ h) and y2(t+ h) leads to the following modification for backwards
Euler’s method.

...

h1mul=1/(1+1000*h-((h^2)/(1+2*h))*999);

h2mul=1/(1+2*h-(((h^2)*999)/(1+1000*h)));

%initiate loop for backwards euler

for i=1:numsteps

x1np=h1mul*(x1n+(h/(1+2*h))*x2n); %defining eqns

x2np=h2mul*(x2n+h*(999/(1+1000*h))*x1n);

x1n=x1np;

x2n=x2np;

end

...

This is the output for Euler’s, when we adjust our starting parameter h a few times:

Error Sufficient for h=1.995709e-003

*********************************************************

h | y1 | y2 || Rel Err for: y1 y2

*********************************************************

0.00199571 -9.92514e-006 5.48513e-005 9.97054e-006 9.49677e-006

*********************************************************

and this is the output for backwards Euler’s

Error Sufficient for h=5.128205e-002

*********************************************************

h | y1 | y2 || Rel Err for: y1 y2

*********************************************************

0.051282 5.53385e-008 5.52831e-005 9.93854e-009 9.92860e-006

*********************************************************

(c) Repeat part (b) for Euler’s method, changing your error tolerance to ET < 10−6.

Error Sufficient for h=1.995211e-003

*********************************************************

h | y1 | y2 || Rel Err for: y1 y2

*********************************************************

0.00199521 -7.65438e-007 4.56245e-005 8.10838e-007 2.70009e-007

*********************************************************

and for backwards Euler’s

Error Sufficient for h=5.428881e-003

*********************************************************

h | y1 | y2 || Rel Err for: y1 y2

*********************************************************
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0.00542888 4.63928e-008 4.63464e-005 9.92863e-010 9.91870e-007

*********************************************************

with these two results, we can guess the order of accuracy of the methods. Our
equation should look something like

ET = Ahm

which yields

log(ET ) = log(A) +m log(h)

so if we have two T values we get

log(E2T )− log(E1T )

log(h1)− log(h2)
= m

where m is the order of accuracy. For Euler’s we get a nonsense answer (somewhere
around 1,000) so something probably went wrong, i.e. before 2e− 3 the error in the
solution is very high, but after it is very low. For backwards Euler’s we get something
around 1. For backwards Euler this indeed agrees with the theory, which predicts a
global truncation error of size O(h1) since the method is has local truncation error
of size h2.

(d) Plot log(ET ) as a function of n, for Euler’s method. Try to explain the origin of any
interesting behavior of this plot. We see immediately that our error is decreasing
very rapidly around n = 500 and it then levels out. If we zoom in on the level area,
as in the second plot (which corresponds to the smaller slope and smaller h), we see
that for small perturbations of h, the logarithm of h is roughly linear, so we expect
this plot to be linear (on this small scale). Moreover, the slope of the line should
roughly correspond with the global order of accuracy, if we take the logarithm of h.
And indeed, if we perform the same calculation as above, we get an answer around
1, as predicted by the theory. What is of interest is that in the first figure, the h
value corresponding to 2e-3 or n=500 is roughly the threshold between our divergent
solutions and our convergent solutions. Therefore, our attempt at finding the global
order of accuracy around this point is in vain, for we are teetering on the edge of
divergence. As discussed above, we are essentially crossing over the barrier between
linear stability and linear instability. This is why the derivative of the error value
changes so drastically. The error transitions from instability to stability. Therefore,
once we let h less than about 1

501
, we do indeed get reasonable convergence of our

solutions, and therefore the predicted error bounds on those solutions.

Exercise 10.6. This exercise investigates the double pendulum. We have m1,m2 as the
masses of our two bobs, θ1, θ2 the angle each rod makes with the y − axis (0 indicates the
rod is hanging straight down, an angle with a small and positive value indicates the rod
is pointing into the lower right quadrant, etc.) and `1, `2 are the lengths of the rods. The
positions of the bobs (x1, y1) and (x2, y2), where

x1 = `1 sin(θ1), y1 = −`1 cos(θ1)

x2 = `1 sin(θ1) + `2sin(θ2), y2 = −`1 cos(θ1)− `2 cos(θ2)
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and physics leads to a pair of second-order, nonlinear ODEs that describe the motion of the
pendulum. Perform your investigation with the swinger program in the NCM package

(a) When the initial angle of the double pendulum is small, note that it acts like a normal
pendulum. How large can you take the initial angle while maintaining this behavior?

(b) The initial orbit of the swinger function is interesting because it is periodic. It keeps
repeating the same thing over and over, rather than being chaotic like most all other
initial conditions. Try to observe some other initial conditions that lead to periodic
behavior. (To do this, click on different points on the plot.)

(c) If you run swinger for a while, click stop and then type in the command line
get(gcf,'userdata') the initial angles θ1, θ2 (the last ones that were chosen) are
returned.

(d) Now, attempt to change the way the initial conditions of the system are chosen, by
specifying the initial angles θ1 and θ2. In the case where θ1 and θ2 differ, one sees
by drawing a parallelogram that if the position of x2 is specified, then the initial
condition of x1 has two possible selections. From this parallelogram, we see that the
angles θ1 and θ2 are simply swapped between each case. Therefore, in the Matlab
code we can use one of two choices of θ as follows.

function theta = swinginit(x,y)

% Angles to starting point.

% swinginit(0,-2) = [0 0]'

% swinginit(sqrt(2),0) = [3*pi/4 pi/4]'

% swinginit(0,2) = [pi pi]'

r = norm([x,y]);

if r > 2

alpha = 0;

else

alpha = acos(r/2);

end

beta = atan2(y,x) + pi/2;

theta = [beta+alpha; beta-alpha];

%theta = [beta-alpha; beta+alpha];

(e) Now, change the function to handle different masses. That is, extend the main
function definition to accept m1,m2 as the respective weights for the masses of the
bobs.

function M = swingmass(t,u)

% Mass matrix for classic double pendulum.

c = cos(u(1)-u(2));

M = [1 0 0 0; 0 1 0 0; 0 0 (m1+m2) m2*c; 0 0 m2*c m2];

end
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% ------------------------

function f = swingrhs(t,u)

% Driving force for classic double pendulum.

g = 1;

s = sin(u(1)-u(2));

f = [u(3); u(4); ...

-(m1+m2)*g*sin(u(1))-s*m2*u(4)^2; ...

-g*m2*sin(u(2))+m2*s*u(3)^2];

end

(f) Modify the swinger function so that lengths other than `1 = `2 = 1 are possible
(g) Modify the function so that we can change g, the acceleration due to gravity. When

we increase gravity, the double pendulum moves much slower, in time within the
program. In the viewing window, the pendulum only moves slightly slower. However,
as time moves much slower in the program with higher gravity, we can infer that the
solver is taking much smaller step sizes.

(h) Alter the program so that it solves its differential equation use the textbook function
odetx. Our equation looks like this:

function udot=swingode(t,u)

c = cos(u(1)-u(2));

M = [1 0 0 0; 0 1 0 0; 0 0 (m1+m2)*l1 m2*c*l2; 0 0 m2*c*l1 m2*l2];

s = sin(u(1)-u(2));

f = [u(3); u(4); ...

-(m1+m2)*g*sin(u(1))-s*m2*l2*u(4)^2; ...

-g*m2*sin(u(2))+m2*s*l1*u(3)^2];

udot=M\f;

end

(i) Is the ODE solved by swinger stiff? (The book defines stiffness as a “wide disparity
in the time scales of the components of the vector solution.”) (i,j) We now consider
the stiffness of this system. Is this system stiff? Well, the book describes stiffness
as a ”wide disparity in the time scales of the components of the vector solution.”
In certain instances, the system is certainly stiff by this definition. For instance, if
we make l1 large and l2 and m2 small, the small end of our pendulum spins around
rapidly, while the longer part of the pendulum moves slowly. However, with equal
lengths and weights, this does not occur. Therefore, for more balanced parameters,
the system does not appear the be stiff.
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11. Homework 11

Exercise 11.1. Complete NCM Problem 7.21, from here. This exercise investigates an
atmospheric simulation.

%atmosphere simulation

function atmosphere

%vector is

%u=[p,sigs,sigd,alphas,alphad]

%v=[hs,cs,ps]

d=8.64;

mu1=4.95*10^(2);

mu2=4.95*10^(-2);

vs=.12;

vd=1.23;

w=10^(-3);

k1=2.19*10^(-4);

k2=6.12*10^(-5);

k3=.997148;

k4=6.79*10^(-2);

u0=[1;2.01;2.23;2.20;2.26];

v=zeros(3,1);

v(1)=(u0(2)-(u0(2)^(2)-k3*u0(4)*(2*u0(2)-u0(4)))^(.5));

v(2)=(u0(4)-v(1))/2;

v(3)=(k4*((v(1)^(2))/(v(2))));

tspan=[1000,5000];

odeset('RelTol',1e-6,'AbsTol',1e-6,'stats','on');

[t,u]=ode15s(@atmoeqn, tspan, u0, v);

%post processing

subplot(2,1,1);

plot(1000:5000,source(1000:5000),'k-'); %carbon source

num2str(length(t))

usetitle=strcat('Carbon in the atmosphere and ocean, Numsteps:', ...

num2str(length(t)-1));

title(usetitle);

legend('fossil fuel','Location','SouthEast');

ylabel('fuel');

subplot(2,1,2);

plot(t,u(:,1),'b-', ...

t,u(:,2),'g-', ...

t,u(:,3),'r-')
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legend('Atmosphere','Shallow','Deep');

ylabel('carbon');

xlabel('time(yr)');

%+-------------------------------

%u=[p,sigs,sigd,alphas,alphad]

%v=[hs,cs,ps]

function udot=atmoeqn(t,u,v)

%does the atmosphere equations

v(1)=(u(2)-(u(2)^(2)-k3*u(4)*(2*u(2)-u(4)))^(.5));

v(2)=(u(4)-v(1))/2;

v(3)=(k4*((v(1)^(2))/(v(2))));

udot(1)=((v(3)-u(1))/d)+(source(t)/mu1);

udot(2)=(1/vs)*((u(3)-u(2))*w-k1-((v(3)-u(1))/d)*mu2);

udot(3)=(1/vd)*(k1-(u(3)-u(2))*w);

udot(4)=(1/vd)*(((u(5)-u(4))*w)-k2);

udot(5)=(1/vd)*(k2-(u(5)-u(4))*w);

udot=udot';

end

function out=source(t)

%source term of fuel

x=[1000,1850,1950,1980,2000,2050,2080,2100,2120,2150,2225,2300,2500,5000];

y=[0,0,1,4,5,8,10,10.5,10,8,3.5,2,0,0];

out=pchiptx(x,y,t);

end

end

If we zoom in we can see that the solver is having some trouble with the mildly stiff equa-
tions.And all of the non-stiff solvers give similar behavior with a high number of function
evaluations. However, if we use a stiff solver such as ode23s we get much better behavior
with only 46 function evaluations. As we can see, the amount of carbon in the atmosphere
is much greater in the year 5000 than in the year 1000, with somewhat significant increases
in the oceanic carbon dioxide as well. We actually have more than 2.5 times as much carbon
in the atmosphere in the year 5000 as compared to the preindustrial age, and this is after
the carbon output has ceased! For this particular model of carbon release, the atmosphere
achieves its maximum carbon level at around the year 2332, which comes at a delay from
the maximum carbon release around the year 2100.

Exercise 11.2. Fix λ > 0. Suppose y : [0,∞) → R satisfies y(0) := 10, and y satisfies the
following ODE:

y′(t) = f(y(t)) := −λy(t), ∀ 0 ≤ t ≤ 100.
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Note that an exact solution is y(t) := 10e−λt. In this exercise, we will try out different
iterative methods for solving this ODE.

Consider setting λ = 20, 200 or 2000 and set the step size h to be 1, .1, .01 and .001 in the
following solution methods.

(a) yn+1 = yn + hf(yn) (Euler’s)
(b) yn+1 = yn + hf(yn+1) (backwards Euler’s) (You should solve for yn+1.)
(c) yn+1 = yn + hf(yn + hf(yn)) (predictor-corrector Euler’s)
(d) yn+1 = yn + hf(yn + h

2
f(yn)) (modified Euler’s )

(e) yn+1 = yn−1 + 2hf(yn) (Nystrom’s midpoint )

For each iterative method and for each value of λ and h, report the computed value of
y(100), and compare this value to the actual value 10e−100λ (which is basically zero). Describe
which methods perform the best, and which methods perform the worst. How do the results
compare to theoretical error bounds? For example, for a multistep method (which is the
case for (a) and (e)), is the method stable and consistent?

lambda=20;

h=.1;

T=100;

numsteps=T/h;

y0=10; yn=y0;

%do eulers

for i=1:numsteps

yn=yn+h*(-lambda*yn); %eqn definition

end

result(1)=yn;

y0=10; yn=y0; %reset initial conditions

%do backwards eulers

for i=1:numsteps

yn=yn/(1+lambda*h); %eqn definition

end

result(2)=yn;

y0=10; yn=y0; %reset initial conditions

%do predictor corrector eulers

for i=1:numsteps

yn=yn+h*(-lambda)*(yn+h*(-lambda*yn)); %eqn definition

end

result(3)=yn;

y0=10; yn=y0; %reset initial conditions

%do modified eulers

for i=1:numsteps

yn=yn+h*(-lambda*(yn+(h/2)*(-lambda*yn))); %eqn definition

end
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result(4)=yn;

y0=10; ynl1=y0; yn=10*exp(-lambda*h); %reset initial conditions

%do nystroms midpoint

for i=2:numsteps

yn1=ynl1+2*h*(-lambda*yn); %eqn definition

%update yn,ynl1

ynl1=yn;

yn=yn1;

end

result(5)=yn1;

%post-processing

fprintf('Lambda:%d h:%g\r',lambda,h);

fprintf('*********************************************************\r')

fprintf('Result # | Result | Relative Error\r')

fprintf('*********************************************************\r')

for i=1:5

fprintf('%2d %13g %8g\r', ...

i,result(i),abs(10*exp(-lambda*T)-result(i)));

end

Over the given ranges of λ and h, the Backwards Euler’s method is excellent, and all the other
ones are terrible. The Backwards Euler’s consistently is well within acceptable relative error
at T = 100 while the other ones often escape to infinity. However, if one method could be the
worst, it would be Nystrom’s Midpoint, since it consistently requires much smaller h values
to return a sensible answer than the other methods. Therefore, computationally speaking
(as far as this problem is concerned), Backwards Euler’s is the clear favorite, Nystrom’s
Midpoint is the worst, and the other three are just okay.

Concerning error bounds, our results do not technically contradict the theoretically derived
error bounds, since these bounds merely say that the error is a function of h to some power,
and they also depend on the boundedness of the local truncation error. Therefore, if the
error function is bounded by some power of h multiplied by a large constant, or the local
truncation error grows exponentially large (as in this case), our global error bounds still hold,
they are just very large. So, is it worth using implicit methods? Definitely, for stiff problems
such as this with moderate to low error bounds. In this case, the implicit methods are much
more efficient. It also seems that predictor corrector is not so good in this situation.

Exercise 11.3. Find the values of h where the recursions satisfy stability for the numerical
methods (c), (d) and (e) from Exercise 11.2, and also for

(f) yn+1 = yn + h
2
[f(yn) + f(yn+1)] (Trapezoid rule)
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Solution.
(c) yn+1 = yn + hf(yn + hf(yn)) (predictor-corrector Euler’s)
When f(y) = −λy, we get

yn+1 = yn + h(−λ)(yn − hλyn) = yn(1− λh+ h2λ2).

So, the corresponding polynomial is

p(z) = z − (1− λh+ h2λ2).

This polynomial p has a single zero when

z = (1− λh+ h2λ2).

So, the numerical method is stable when∣∣1− λh+ h2λ2
∣∣ ≤ 1.

Viewed as a function of h with λ fixed, equality occurs in this inequality when h2λ2−λh = 0
or when h2λ− λh = −2. In the former case, since h > 0 and λ > 0, a solution occurs when
h = 1/λ. On the other hand h2λ2 − λh + 2 = 0 has no real solutions since x2 − x + 2 = 0
has no real solutions. So, stability occurs when

h ≤ 1

λ
.

Note in particular that the larger λ is, the smaller h should be to obtain stability.
(d) yn+1 = yn + hf(yn + h

2
f(yn)) (modified Euler’s )

When f(y) = −λy, we get

yn+1 = yn + h(−λ)(yn − (h/2)λyn) = yn(1− λh+ h2λ2/2).

So, the corresponding polynomial is

p(z) = z − (1− λh+ h2λ2/2).

This polynomial p has a single zero when

z = (1− λh+ h2λ2/2).

So, the numerical method is stable when∣∣1− λh+ h2λ2/2
∣∣ ≤ 1.

Viewed as a function of h with λ fixed, equality occurs in this inequality when h2λ2/2−λh = 0
or when h2λ2/2−λh = −2. In the former case, since h > 0 and λ > 0, a solution occurs when
h = 2/λ. On the other hand h2λ/2− λh+ 2 = 0 has no real solution since x2/2− x+ 2 = 0
has no solution. So, stability occurs when

h ≤ 2

λ
.

(e) yn+1 = yn−1 + 2hf(yn) (Nystrom’s midpoint )
When f(y) = −λy, we get

yn+1 = yn + 2h(−λyn = yn(1− 2λh).

So, the corresponding polynomial is

p(z) = z − (1− 2λh).
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This polynomial p has a single zero when

z = (1− 2λh).

So, the numerical method is stable when

|1− 2λh| ≤ 1.

Viewed as a function of h with λ fixed, equality occurs in this inequality when −2λ = 0 or
when 1 − 2λh = −1. In the former case, since λ > 0, there is no solution to the equation.
On the other hand 1− 2λh = −1 when h = 1/λ. So, stability occurs when

h ≤ 1/λ.

Note in particular that the larger λ is, the smaller h should be to obtain stability.
(f) yn+1 = yn + h

2
[f(yn) + f(yn+1)]

When f(y) = −λy, we get

yn+1 = yn + (h/2)(−λyn − λyn+1).

yn+1(1 + hλ/2) = yn(1− λh/2)

So, the corresponding polynomial is

p(z) = z(1 + hλ/2)− (1− λh/2).

This polynomial p has a single zero when

z = (1− λh/2)/(1 + hλ/2).

So, the numerical method is stable when

|(1− λh/2)/(1 + hλ/2)| ≤ 1.

i.e.
|1− λh/2| ≤ |1 + hλ/2| .

�

Exercise 11.4. In this exercise, we will solve an initial value problem in four different ways.
Let y : [0, 1]→ R satisfy

y′′(t) = y2(t)− 1, ∀ t ∈ [0, 1], y(0) = 0, y(1) = 1.

(a) First solve this problem using the shooting method. Impose the initial value condition

y′(0) = η

denoting our solution y which depends on η as y(x; η). Then, create a Matlab function

f(η) = y(1; η)− 1

and look for the zero of this function.
(b) Now observe that we can re-write the differential equation as

d

dt

(
(y′)2

2
− y3

3
+ y

)
= 0

and if we assume y ∈ C1[0, 1], then this means

(y′)2

2
− y3

3
+ y = K
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is a constant function. Since y(0) = 0 we have y′(0) = ±
√

2K (but trusting the

validity of our previous result, we take y′(0) = +
√

2K). Solving the above equation
for 1

y′(t)
and integrating gives

t(y) =

∫ s=y

s=0

1√
2(K + s3

3
− s)

ds

and since we want to impose the condition y(1) = 1 we want equivalently that t(1) = 1
so that we must find the zero of the following equation

g(K) =

∫ s=1

s=0

1√
2(K + s3

3
− s)

ds

− 1

and this will solve our problem.
(c) Now try a finite difference method, choosing n+1 equal subintervals of length h = 1

n+1

which turns the equation y′′ = y2 − 1 into a system involving n unknowns

yi+1 − 2yi + yi−1 = h2(y2i − 1), ∀ i = 1, . . . , n

where y0 = 0 and yn+1 = 1. In matrix form this is

Ay + b = h2(y2 − 1)

where A has −2’s on the diagonal and 1′s on the superdiagonal and subdiagonal and
zeros elsewhere and bi = δi,n. In this particular instance, we write

Ay = h2(y2 − 1)− b
choosing an initial guess for y, and repeatedly solve the linear system, improving our
guess more each time until we are sufficiently close to the solution.

function prob722()

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

% SOLVER ONE- SHOOTING METHOD %

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

%look for zero around 1

etaval=fzero(@(eta) ysolve(eta,0),1);

%postprocessing

subplot(2,2,1);

ysolve(etaval,1);

usetitle=strcat('Shooting Method: y''(0)=eta=',num2str(etaval));

title(usetitle);

%+-----------------

function y1less1=ysolve(eta,plotme)

% solve the initial value problem for the ODE y''=y^2-1, y(0)=0,

% y'(0)=eta.
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% the zero of this function will correspond with the solution of

% the boundary value problem, where y(1)=1

%

% represent vector in ode solver as [y';y]

% plotme==1 will plot the function solution

tspan=[0,1];

y0=[eta;0]; %[y'0;y0]

odeset('RelTol',1e-6,'AbsTol',1e-6);

[t,y]=ode45(@derivfunc, tspan, y0);

y1less1=y(end,2)-1;

if plotme==1

plot(t,y(:,2));

xlabel('t');

ylabel('y');

axis([0 1 0 1]);

end

end

%+---------------

%+---------------

function ydot=derivfunc(t,y)

%defining equations for the ODE

ydot(1)= y(2)^(2)-1;

ydot(2)= y(1);

ydot=ydot';

end

%+----------------

clear all

%%%%%%%%%%%%%%%%%%%%%%%%%%

% SOLVER TWO- QUADRATURE %

%%%%%%%%%%%%%%%%%%%%%%%%%%

%find zero of function

kval=fzero(@g,1);

yprime0=sqrt(2*kval); %y'(0) acquired from computation

%now do ode solver with discovered value of y'(0), again represent

%vectors as [y';y]

tspan=[0,1];
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y0=[yprime0;0];

odeset('RelTol',1e-6,'AbsTol',1e-6);

[t,y]=ode45(@derivfunc, tspan, y0); %derivfunc defined above

%post processing

subplot(2,2,2);

plot(t,y(:,2));

xlabel('t');

ylabel('y');

usetitle=strcat('Quadrature Method: y''(0)=',num2str(yprime0), ...

', k*=',num2str(kval));

title(usetitle);

axis([0 1 0 1]);

%+------------------------

function gkless1=g(k)

%function of which we want to find a zero.

h= @(y) 1./(sqrt(2.*(k+(y.^(3)./3)-y))); %h function to integrate

[Q,fcount]=quad(h,0,1,1.e-6); %integrate function

gkless1=Q-1;

end

%+-------------------------

clear all

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

% SOLVER THREE- LINEAR ITERATION %

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

n=99; %number of nodes

h=1/(n+1); %step size

e=ones(n,1);

A=spdiags([e,-2*e,e],[-1 0 1],n,n); %sparse matrix to iterate

b=zeros(n,1);

b(n)=1;

y=(1/(n+1):1/(n+1):(1-(1/(n+1))))'; %initial guess, a straight line

numiter=0;

while sum(abs(A*y-((h^(2))*(y.^(2)-1)-b)))>1.e-8 %iterate to convergence

y=A\((h^(2))*(y.^(2)-1)-b);

numiter=numiter+1;

end
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%postprocessing

subplot(2,2,3);

plot([0:1/(n+1):1],[0;y;1])

xlabel('t');

ylabel('y');

axis([0 1 0 1]);

usetitle=strcat('Divided Differences: Linear Iteration, n=', ...

num2str(n),', Iterations:',num2str(numiter));

title(usetitle);

clear all;

end

Exercise 11.5. Now consider the boundary value problem

y′′(t) =
−t(y′(t) + πsin(πt))

d
− π2cos(πt), ∀ t ∈ [−1, 1], y(−1) = −2, y(1) = 0.

Here d > 0 is a fixed parameter.

(a) First try solving this problem with the shooting method for fairly small d (e.g. try

d = .1). By inspection, the smallest d̂ for which we can get |y(1)| < 10−3 is around

d̂ ≈ .0162 Unfortunately for the shooting method, for d significantly smaller than
.0162 we cannot get our boundary value solution at all, let alone any reasonable error
bound. For instance, if we try d = .001 the system is so sensitive that fzero returns
a trajectory that has y(1) ≈ 10187

(b) Now try to manipulate our initial guesses to improve the performance of the fzero

function. More specifically, we want a smaller error in its computation of the trajec-
tory which solves the boundary value problem. We want |f(1)| < 10−2. So, starting

with our d̂ as defined above we define

η(d) = the eta value which ’fzero’ returns when solving a trajectory

and for α = .8 we let dk = d̂αk for k ≥ 0 where we use η(dk) as our initial guess in
fzero for η(dk+1).

α = .8
dj value init. guess (η(dj−1)) y(1) η(dj)

d0 = d̂ eps -.00092825 -7.62904e-6

d1 = α ∗ d̂ -7.62904e-006 5.2234 -.5.1978e-6

After one iteration, we are beyond our desired error tolerance for y(1). We therefore
see that this α value is a bit too aggressive, since as stated above, the system is very
sensitive to small perturbations for small d. Therefore, if we vary d more slowly, we
should be able to get better results. This procedure is almost analogous to an Euler’s
method, where we use a simple iterative method to adjust our initial guesses, and we
should find that smaller step sizes produce greater accuracy. Indeed for α = .995 we
get the following table

70



α = .995
dj value init. guess (η(dj−1)) y(1) η(dj)

d0 = d̂ eps -.00092825 -7.62904e-6

d1 = α ∗ d̂ -7.62904e-6 .00034578 -7.6224e-6
d2 -7.6224e-6 .028816 -7.6022e-6

However if we try α = .99 we get

α = .99
dj value init. guess (η(dj−1)) y(1) η(dj)

d0 = d̂ eps -.00092825 -7.62904e-6

d1 = α ∗ d̂ -7.62904e-6 .00097316 -7.6019e-6
d2 -7.6019e-6 .0339 -7.4718e-6

In summary, it seems that we cannot really make it past two iterations with this
method. The system is just too sensitive to initial conditions for this approach to get
very far.

(c) In this exercise, we are dealing with a linear ODE. Why is it that we cannot just
do two shootings, and then make a linear combination of them fit any of our desired
solutions? This is exactly the procedure that the book suggests.

The book’s suggestion assumes infinite precision. If our computer had infinite
precision, this procedure would work. However, in this case, with such extreme
sensitivity to initial conditions for small d (i.e. d < .015 or so), the sensitivity of
the system actually exceeds our machine precision! Therefore, no matter what initial
guess at the derivative we create, it seems that (for small d) the true initial value at
the derivative will actually exist between the floating point numbers allowed in our
machine.

(d) Since the ODE is linear we can use a single iteration finite difference method. We
do this first with evenly spaced nodes, and we then estimate the L∞ error for the
n−node solution with our 2n-node solution. For select d values, plot the minimal
solution on n = 2j nodes where the estimated error En is less than 10−2.

(e) Now try unevenly spaced nodes. Try to space your nodes to minimize errors.

Since the derivative changes rapidly around 0, we expect to get higher precision by clus-
tering our sample points near 0. For the sake of testing, we cluster half our points evenly in
the interval [−.1, .1] and the other half evenly elsewhere. We do the same as before, plotting
n = 2j where the estimated error becomes less than 10−2. Our errors do not seem to do
much better than before. Perhaps either our error estimator is incorrect (in either or both
point selection schemes), or we need to be more clever with our node selection. What is
probably ideal is to create an ever closer cluster around 0 for higher numbers of points and
for smaller d values.

function prob5()

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

% APPROACH ONE- SHOOTING METHOD %
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%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

dhat=.0162 %minimum d value for error<10^(-3)

etad=-7.6019e-6; %eta(dhat) as defined in the homework

d=((.99)^(2))*dhat; %equation parameter

%do shot with initial guess eps

yval=shoot(eps,1); %do shot with initial slope ep

%now try to find shot that satisfies boundary values

%etaval=fzero(@(eta) shoot(eta,0),eps);

etaval=fzero(@(eta) shoot(eta,0),etad)

%postprocessing

yval=shoot(etaval,1)

function y1=shoot(eta,plotme)

%represent vectors as [y';y]

tspan=[-1,1];

odeset('reltol',1e-10);

y0=[eta;-2];

[t,y]=ode45(@derivfunc,tspan,y0);

y1=y(end,2);

if plotme==1

figure;

subplot(2,1,1)

plot(t,y(:,2));

usetitle=strcat('Shooting Method: y''(0)=eta=', ...

num2str(eta),', d=',num2str(d),', y(1)=',num2str(y(end,2)));

title(usetitle);

xlabel('t'); ylabel('y');

subplot(2,1,2)

plot(t,y(:,1));

usetitle=strcat('Shooting Method: y''(0)=eta=', ...

num2str(eta),', d=',num2str(d),', y(1)=',num2str(y(end,2)));

title(usetitle);

xlabel('t'); ylabel('y''');

end

%+-------------

function ydot=derivfunc(t,y)

%defining function for derivative
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ydot(1)=((-t*(y(1)+pi*sin(pi*t)))/d)-pi^(2)*cos(pi*t);

ydot(2)=y(1);

ydot=ydot';

end

%+-------------

end

clear all;

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

% APPROACH TWO- FINITE DIFFERENCES %

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

%main code block below this accessory function

function [t,y]=findiff(n)

%use n+2 nodes (t0 to tn+1), n+1 spaces, n inner nodes

d=.00001 %function parameter

t0= -1; %starting time value

%n=2^(8); %number of inner nodes

alpha=-2 %boundary conditions

beta=0

%space evenly

%h=ones(n+1,1)*(2/(n+1)); %spacings of nodes, length n+1

%t=cumsum([t0;h]); %t values, t0 to tn+1, length n+2

%space unevenly, clustering around 0 in the interval [-.1,1]

t=[[-1:2/(n+1):-.1]';[-.1:2/(n+1):.1]';[.1:2/(n+1):1]'];

size(t)

while(length(t)> n+2) %shorten t near the left end

k=[[1:4-1],[4+1:length(t)]];

t=t(k);

end

%t=[-1:2/(n+1):1]'

h=diff(t);

h1=h(2:end);

h2=h(1:end-1);

size(t)

A=(-h1./(h2.^(2)+h1.*h2)); %parameters for the spacing, all length n

C=(h2./(h1.*h2+h1.^(2)));

B=-(A+C);
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D= (2./(h2.^(2)+h2.*h1));

F=(2./(h1.*h2+h1.^(2)));

E=-(D+F);

%parameters in matrix formulation (see NA book)

w= @(t) (-t/d);

v= @(t) 0;

u= @(t) ((-t.*(pi*(sin(pi*t))))/d)-(pi^(2))*(cos(pi*t));

ai= D(2:end)-w(t(3:end-1)).*A(2:end);

ai=[ai;0]; %adjust for Matlab's use of 'ci' in spdiag function

di= E(1:end)-v(t(2:end-1))-w(t(2:end-1)).*B(1:end);

ci= F(1:end-1)-w(t(2:end-2)).*C(1:end-1);

ci=[0;ci]; %adjust for Matlab's use of 'ci' in spdiag function

bi= u(t(2:end-1));

% equation Ky=r

K=spdiags([ai,di,ci],[-1 0 1],n,n); %form sparse matrix

r= bi;

%include boundary conditions

r(1)=bi(1)-(D(1)-w(t(2))*A(1))*alpha;

r(end)=bi(end)-(F(n)-w(t(end-1))*C(n))*beta;

%%solve the problem!!!

y=K\r;

end

hpower=9; %2^hpower points used

ntest=2^(hpower); %n value to check

[t1,y1]=findiff(ntest);

[t2,y2]=findiff(2*ntest+1); %use for error estimate

MaxError=max(abs(y1(1:end)-y2(2:2:end-1))); %L infinity error estimate

%post-processing

figure;

plot(t1,[-2;y1;0]);

xlabel('t');

ylabel('y');

axis([-2 2 -2 2]);

usetitle=strcat('Divided Differences Method, Uneven Spacing, d=', num2str(d), ...

', n=2\^',num2str(hpower),', MaxError=',num2str(MaxError));

title(usetitle);
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%clear all;

end

USC Department of Mathematics, Los Angeles, CA
E-mail address: stevenmheilman@gmail.com
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